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Abstract

Two related subjects are discussed: classifying astronomical data sets using
various methods and a new technique to visualise a data set.

The construction of the new visualisation technique, which visualises infor-
mation produced by the Learning Vector Quantisation method, is discussed and
several examples are given. The visualisation technique provides a new way of
presenting information within a data set with the concept of prototypes, and
is efficient for finding outliers and relations in a data set. Improvements are
proposed and additional research is required for conclusions about its use.

C4.5 decision trees, Learning Vector Quantisation (LVQ) and Self-Organising
Maps (SOM) are used as classification methods and their performances and
properties are compared. The classification and visualisation methods are used
to get a better insight in the astronomical ESO-LV data set consisting of over
15,000 galaxies labelled according to their morphological galaxy type and an
unpublished data set of 4,500 galaxies of 2dF-WFI observations of which the
morphological types have been determined a priori for 100 galaxies that were
easy to classify by hand. LVQ performance is significantly improved by apply-
ing simulated annealing on the parameters of LVQ. Also, issues with unbalanced
priors in the data set are solved by changes in the LVQ method. When opti-
mised, the LVQ and C4.5 methods have near equal performances. The relevance
of features in the data set is considered and compared between the methods.
The methods show some remarkable differences.

Some new features were proposed to identify calibration errors in radio fre-
quency interferometry, aimed to find calibration errors that cause artifacts in
images produced by the Low Frequency Array (LOFAR) telescope. Features
that use shapelet decomposition and variants on the images in the Fourier space
were tested for usefulness, but were found to be insufficiently discriminating.
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Preface

This thesis is the result of the graduation project for my master degree at the
University of Groningen and is supervised by prof. dr. Jos Roerdink and co-
supervised by dr. Michael Biehl. This report should be a useful resource for
researchers who want to classify galaxies according to their morphological type,
who want to calibrate LOFAR or who want to perform pattern recognition with
decision trees, learning vector quantisation or self-organising maps. The new
visualisation technique discussed in the report might be interesting for anyone
looking for a way to visualise data with a high dimensionality.

The focus of this thesis will be on the computer science aspects of the prob-
lems; astronomical interpretation of results is only performed globally. This
thesis will however be interesting for computer scientists as well as astronomers.
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Chapter 1

Introduction

1.1 Project description

This master project focusses on classifying and visualising astronomical data
sets. The classification problems in this project can be separated in two prob-
lems: the first problem considers the classification of morphological galaxy types
and the second problem addresses calibration errors in LOFAR. Both problems
will be described in more detail in the upcoming sections.

1.1.1 Morphological galaxy type classification

In 1936, Edwin Hubble constructed a classification scheme for galaxies accord-
ing to their shape and visual appearance. This scheme is now used by many
astronomers as an important description of galaxies. In this scheme, a galaxy
can be an elliptical, spiral or irregular galaxy. The Milky Way is an example of a
spiral galaxy. Elliptical galaxies have the shape of a rugby ball, while irregulars
are all galaxies that do not fit in the spiral or elliptical galaxy classes, like two
galaxies that are colliding.

In the first classification problem, the galaxy type is considered. Finding
patterns in two different data sets containing information about galaxies will be
addressed. The galaxies are described by many common features, which have
been derived from images created from sky observations. An important goal is
to find relations between the morphological type of a galaxy and the measured
parameters. Classifying galaxies into morphological type is mostly done by
looking at images by hand. Therefore, besides finding relations between type
and parameters, having a method to automatically classify these galaxies would
save time and allow larger sets to be classified, ideally decreasing errors.

One goal of the project is to find a relations between the spatial distribution
and the galaxy types and be able to conclude which part of the universe contains
which galaxy types. Also, any other relation between physical quantities and
the galaxy types is of interest. This is a key problem for drawing conclusions
about the evolution of the universe. Several classification methods will be used
and compared.

1
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1.1.2 Finding calibration errors in LOFAR data

The second subject concerns calibrating LOFAR or the “Low Frequency Array”,
a radio interferometric telescope that should extend existing knowledge and
possibilities by combining many low-cost radio receivers into one interferometer
with a diameter of over one hundred kilometers.

Calibrating LOFAR is challenging. To be able to interpret the data that
LOFAR will produce, and to produce maps of the sky, many parameters have
to be configured. These parameters are part of a large model which is used to
combine the data from the many receivers. Some of these parameters describe
for example the effect of the atmosphere, the effect of the sensitivity curve of
the antennas, the geometry of the antennas, etcetera. If any of these parameters
have been configured incorrectly, the final sky map image will contain undesired
artifacts.

To calibrate LOFAR correctly, these artifacts have to be identified. The final
target is to be able to identify parameter errors in real time, that is, while the
telescope is still measuring. This can eliminate subsequent occupation of the
telescope when calibration errors are found and no useful results are expected.
For other radio telescopes such as the Westerbork Synthesis Radio Telescope
(WSRT), this same problem has been solved already. However, while traditional
radio telescopes are placed on one straight baseline, LOFAR has a unique spiral
shaped geometry, and this causes the artifacts to be completely different from
the existing telescopes.

1.2 Background

1.2.1 About LOFAR

Astron is the initiative that is responsible for LOFAR, and since Astron is
the expert on LOFAR and I am not, I quote Astron on their description of
LOFAR[1]:

“LOFAR started as a new and innovative effort to force a breakthrough in
sensitivity for astronomical observations at radio-frequencies below 250 MHz.
The basic technology of radio telescopes had not changed since the 1960’s: large
mechanical dish antennas collect signals before a receiver detects and analyses
them. Half the cost of these telescopes lies in the steel and moving structure. A
telescope 100times larger than existing instruments would therefore be unafford-
able. New technology was required to make the next step in sensitivity needed to
unravel the secrets of the early universe and the physical processes in the centres
of active galactic nuclei.

LOFAR is the first telescope of this new sort, using an array of simple omni-
directional antennas instead of mechanical signal processing with a dish antenna.
The electronic signals from the antennas are digitised, transported to a central
digital processor, and combined in software to emulate a conventional antenna.”

LOFAR will operate at radio-frequencies in the 10-240 MHz range. Core
Station-1, the first station near Exloo, is operating since 2006 and consists of
96 dual-dipole Low Band Antennas that capture radio-frequencies in the 30-80
MHz range. The telescope is planned to be extended and fully operational in
2009[1, 6].
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1.2.2 Creating images from LOFAR recorded data

One result of a LOFAR measurement is an image of the horizon just as we
would see it, although it is viewed at a different frequency and with a different
resolution and brightness. This image is created by a procedure that transforms
the intensity, time, frequency and polarisation data that are recorded by many
antennas with the help of a Fourier transformation to a sky map image for one
specific frequency range. By subtracting the known bright sources from this
image, combined with the effects of the interferometry, deeper sources can be
revealed.

An existing software system to perform this processing called MeqTrees will
be used. It allows creating a modular tree-like structure, in which each node
performs some operation – much like an abstract syntax tree. This tree processes
all data and produces the information to create the final image. Beforehand,
the system can be configured with various parameters. Certain effects can be
turned on and off, and influence how the tree is created, and each effect may
have parameters that define the effect in more detail.

Figure 1.1: Simulated image of a LOFAR measurement of a point source in the sky.

1.2.3 Visualisation methods

Visualisation methods are helpful tools in finding relations in large data sets.
Conventional widely used visualisation methods are methods such as scatter
plots as shown in figure 2.4(a) and parallel coordinate visualisations[8] as in
figure 1.3 that help finding relations, outliers and other information types in a
data set. For some time, Self-Organising Maps have also been used to reduce
the dimensionality of a data set and be able to plot a data set[11]. Some
visualisation methods can be used specifically for presenting the information
gathered as a result of classification, but each visualisation sacrifices information
to highlight other information or to avoid increased complexity. None of the
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Figure 1.2: Three-dimensional plot of the distances of samples towards prototypes

after having trained an LVQ classifier. The red dots are projections of the green dots

on the d1d2-plane.

existing methods combines all information produced by classification algorithms
such as the Learning Vector Quantisation method – which is used extensively
in this project – in one visualisation. This information consists of the (classified
or a priori) class, classification rational, the classification certainty, similarity
between samples, relevance of features, classifier complexity, etcetera.

Decision trees do capture many of these information types: they can show
the classification rationale, feature relevances and classifier complexity and can
be interpreted by domain experts. The complexity of this visualisation depends
on the number of classes and the number of splits, but when the tree is too
large, it suffices to show only the root and a couple of sub-nodes of the root
node. However, they can only be used with decision tree methods1 such as the
C4.5 method[14].

Many classifiers work by assigning a sample to the class closest to some
point in feature space, that is determined during training. This point can for
example be the class mean, a sample or a trained neuron, as is done in methods
such as K-means, K-nearest neighbour or LVQ. Information from these methods
can be visualised by drawing the distance towards the point of each class along
each axis of a scatter plot. The x-axis will represent the distance to class
A, the y-axis to class B and in case of a three-class problem the z-axis to
class C. This method can only be used for problems with two or three classes,
as three dimensions is the maximum that is still easily interpretable. This
visualisation holds information about the certainty of the classification: when
all samples gather around the diagonal line, the classifier is very unsure about
its classification and the classifier had a tough job. When all samples are near
the axes, the classification was rather easy. An example of such a plot for a
three-class problem is in figure 1.2.

Very recently, the LVQ-group in Groningen has been looking into the pos-
sibility of visualising the relevance matrix that can be produced by the LVQ-
classification method. This kind of visualisation produces information about the

1Technically speaking, almost any classication algorithm can produce decision trees, but
only algorithms specifically aimed at constructing one are useful.
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Figure 1.3: An example of a parallel coordinates visualisation, visualising the ESO-

LV data set. Horizontally displayed are the different features, while the vertical place-

ment of points within a feature column visualises the values of the samples. The points

that represent the same sample in the data set are connected with lines. Colour can be

used to increase the amount of information. In this image it represents for example

the class of the galaxy. Some relations and outliers can easily be found, as well as that

interactivity like brushing, identifying and changing the order of the features can yield

more information.
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relevance relation between the features in the data set and the way the features
are “treated” by LVQ.

Yet another classification-visualization method that is used to find optimal
cost/benefit situations during classification is by drawing the Receiver Operating
Characteristic-curve or ROC-curve[4].



Chapter 2

Methods

2.1 Classification methods

In this thesis, three pattern recognition methods will be used. Each of these
will be briefly explained in the upcoming sections.

2.1.1 C4.5 classification method

The first method is called C4.5 and is a specific type of decision tree, and is
explained in [14]. The decision tree method is a supervised classification method
which constructs a tree. Each node in the tree contains a test on one of the
features, and the leafs of the tree specify the class that a specific case most
probably belongs to. The benefit of a decision tree is that one can put in many
features, and the tree will find out which features hold most information. Also,
the created tree is, in contrast to a neural network, humanly interpretable.

There were two reasons to start with the C4.5 decision tree: first of all, it is a
mature classification method that has been documented and tested by numerous
researchers. Secondly, experience was available within the visualisation group
from an earlier project concerning classifying diatoms. The advantage of this
was that a reasonably extensive software system was already available that could
perform the classification on the data set and verify the performance in a number
of ways.

Application of the tree method can be distinguished in two phases:

• Initially, the method must be applied to already classified data, and will
show – in the case of the morphological galaxy type problem – the relation
between the morphological galaxy type and the parameters. The tree can
easily be interpreted and might contain useful information (it might for
example show that asymmetric galaxies are more often elliptical galaxies,
which might be interesting to know).

• Once a tree has been constructed, it can be used for the actual classifi-
cation of unclassified galaxies or images. However, using decision trees is
not a completely natural choice, as a tree will in its default form classify
all samples, while many samples might not contain enough information to
do the actual classification. Moreover, a C4.5 decision tree yields decision

7
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root
x<=0.7 x>0.7

.
y<=0.5 y>0.5

class A
A: 71/200
B: 0/15

class A
A: 129/200

B: 3/15

class B
A: 2/200
B: 12/15

Figure 2.1: Example tree with training set occurrences per leaf

boundaries on single parameters (i.e., orthogonal to the axes), and will
have trouble with relational combinations, either linear combinations or,
even worse, non-linear combinations between features. The latter problem
is not well solvable, but to overcome the first problem, certainty thresh-
olding can be used, as described in the upcoming section.

C4.5 decision tree certainty

To avoid classifying cases that do not provide enough information or are very
unlike any case in the training set, certainty thresholding can be applied: cases
of which the tree algorithm provides not enough certainty, are not classified. The
method of calculating the certainty is described in [14] and will be summarised
here.

Each leaf of the decision tree is associated with a certainty. The calculation
of the certainty will be explained with the help of the example tree in figure 2.1.
This tree is constructed from a training set with 2 parameters, x and y, and 215
cases of which 200 belong to class A and 15 to class B. Now, if an unclassified
sample is classified, and it ends up in the left leaf, it is classified as class A.
Because a total of 132 cases ended up in this leaf during training, of which 3
were incorrect, we can conclude that the certainty is 129

132 ≈ 95% for this leaf.
Likewise, the subsequent leafs have an associated certainty of 12

14 ≈ 85% and
71
71 = 100% respectively.

[14] also describes a method to calculate an upper and lower bound on the
error rate at each leaf. These bounds however are not used, as the certainty is
merely used to threshold.

2.1.2 Self-Organising Maps

The second pattern recognition method that is used is the Self-Organising Map,
or SOM for short. It is an unsupervised learning method that can be used for
visualisation and dimensional reduction, while trying to retain distance infor-
mation within the data set and enforce a topology on the data set. A SOM is
a special kind of neural network that has an input layer and an output layer.
Each output neuron has a weight vector with the size of the input vector.
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While training, the system searches for the output neuron with the weight
that most closely matches the input vector (often called the “best matching
unit” or BMU) according to some metric. Once the BMU has been found, the
weight vectors of the BMU and its neighbours are pulled a little towards the
training case: the difference between the input vector and the weight vector of
the neuron and is scaled according to the learning rate and added to the BMU.
Once training is sufficiently performed, each case can be mapped to the SOM
by calculating its BMU. If the BMU’s of the SOM show clusters, they may
belong to the same class. SOMs are mostly used to reduce the data set to two
dimensions, so that the BMU of each class can be drawn in a 2D plot. The
algorithm was enhanced during this project so that cases with unknown values
do not get separated. Those values are left out of the distance calculation. The
cases with (known) values (0,0,0) and (1,1,1) would for example have a distance
of
√

(1− 0)2 + (1− 0)2 + (1− 0)2 =
√

3, while the samples (0,0,0) and (1,1,?),
in which the second case has one unknown value, would have a distance of√

(1− 0)2 + (1− 0)2 =
√

2.
The SOM method is a good way to examine a data set quickly. A SOM can

be used for dimensional reduction by using the coordinates of the BMU of each
case as the new feature vector for this case. SOMs, unlike most classification
methods, do not have problems with non-linear relationships[17].

2.1.3 Learning Vector Quantisation

Learning Vector Quantisation, or LVQ for short, is a supervised classification
method, introduced by Kohonen[2, 10]. It can be compared with the Self-
Organising Maps method, except that it is supervised and the neurons are not
on a grid and do not enforce a topology. The LVQ classification method was
used in this project as an alternative method to classify the galaxies, to comple-
ment the decision tree method and get a broader perspective on the classification
problem. The LVQ method is easy to implement. The basic algorithm is ex-
tended to support “unknown” values (e.g., unmeasured parameters of a galaxy)
as was done in the SOM algorithm. The algorithm was also extended to sup-
port unbalanced priors, and some changes to achieve better performances were
introduced.

Two important reasons why LVQ might be interesting are its prototype-
oriented approach and automatic learning of relevances. Prototypes are gener-
alisations of a cluster of samples of one class. For example, when classifying
samples into vehicles and airplanes, LVQ might find a prototype for generalised
cars, busses, trucks, etc. Of course, in general classification problems the dis-
tinction is less obvious, but the determined prototypes might provide valuable
information for the domain experts. The second benefit of LVQ is that it can
determine a relevance for each feature[7]. This will mean that a weight is trained
for each feature according to its importance in separating the cases. Besides get-
ting better performances in some cases, the relevances might provide interesting
information for domain experts as well.

Three different initialisation methods were used:

• Random initialisation; all prototypes were randomly initialised within the
range of domain values.
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• Sample initialisation; each prototype was assigned to a random sample
from the data set.

• Mean of n; each prototype was assigned to the mean of n randomly selected
samples from the data set.

Parameters

The LVQ method can be configured by many parameters:

Iteration count The number of learning steps that are executed. The value
of this parameter depends on the size of the data set. A good starting
point for this parameter is around two times the size of the data set.

Learning rate The rate at which the prototypes are changed. In the accom-
panied program, the learning rate is specified by a start rate and an end
rate. The learning rate declines exponentially from the start rate towards
the end rate. General values for the start and end ratio are 1 and 0.01
respectively.

Number of prototypes The total number of prototypes. Each class gets an
equal share of prototypes. Good results can be achieved with three to ten
times as many prototypes as the number of classes. Too many prototypes
will result in overfitting the data set.

Mode The mode of the method, either without relevances, with global relevances
or with class-local relevances, which respectively means that the features
remain unweighted, are weighted globally, or that each class uses specific
weights. The latter means that one class might find that feature A is very
important to identify its class, and that another class finds that feature A
is not important at all, but that feature B is very important.

Initialisation method Either zero, random, by sample or by mean of 10, as
explained above. The first two rarely produce good results.

Relevance learning rate The rate at which the relevances are learned. This
parameter is not used in “without relevances” mode.

Determining LVQ parameters

The number of parameters confronts the user of the LVQ method with the prob-
lem of finding the best value for each parameter. This is far from an intuitive
job, as the best value for each parameter depends on the other parameters, so
you cannot apply a greedy algorithm. To overcome this problem, the entire
LVQ method was encapsulated by the simulated annealing method, a Monte
Carlo method that tweaks the parameters in order to find the global optimum.
It repeatedly mutates the parameters slightly, executes the LVQ method and
compares the result. The more iterations have passed by, the smaller the pa-
rameter changes become and the stricter the algorithm becomes in accepting
new parameter values. After some time, the resulting optimum is either the
global maximum performance that can be achieved or a local maximum not
much worser than the global maximum. The performance changes each time
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the LVQ method is applied, as the LVQ method samples heuristically. There-
fore, the performance is determined by training the LVQ method multiple times
and subsequently calculating the average performance or maximum performance
of all runs. When an average or maximum of 30 runs is used, the performance
becomes reasonably stable.

Although the simulated annealing method finds the values for the 6 pa-
rameters, it also requires new parameters: the stop condition, the change rate
function and the acceptance restraint function. The stop condition is set by
the number of iterations that should pass by without changes to the parameters
before the algorithm stops. An acceptable value is ≈ 100 iterations. Higher val-
ues result in slightly better performances but take more time. The change rate
function specifies how much the parameters will be changed in each iteration.
The function decreases exponentially and is defined by rchange(t) = ctr with
cr ≈ 0.95 giving good results. The acceptance function determines how much
worse a proposed new configuration can be to be still accepted. This function is
also an exponentially decreasing function, defined by racceptance(t) = cta with
ca ≈ 0.85 giving good results.

As the simulated annealing algorithm tends to overfit, as overfitting results in
the best performances on the training set (but not on the test set), a maximum
value is set beforehand for the number of prototypes.

Finding a good classifier instance

Once the simulated annealing method is finished and a suitable parameter con-
figuration was found, a parameter configuration is found that has “on average”
high results. However, specific instances of a classifier created with these param-
eters might still differ slightly because of the heuristic nature of LVQ: each time
the classifier is recreated, the prototypes will end up in different locations. To
find a good instance, the best performance value out of ten runs is determined,
and after that, the LVQ trainer is continuously executed until a classifier in-
stance has been created that is at least as good as the determined performance
value.

2.2 LVQ visualisation

It is hard to understand and interpret multidimensional data sets and algorithms
that are applied on them, such as LVQ. This section discusses a new method to
visualise a multidimensional data set, that uses the output of the LVQ method
in order to complement existing methods.

2.2.1 Introduction

In this section a brief introduction to the proposed visualisation method will be
given prior to giving the full details of constructing such an image. The basic
ideas of the new visualisation technique are:

• The method constructs a specialised plot in which similar cases are near
to each other

• The supervised (if available) and assigned class and classification certainty
of each case can be determined from the visualisation
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• The plot will use the concept of prototypes, as LVQ does. In LVQ, cases
that are very unsimilar might still belong to the same class, by having
multiple prototypes for each class. This prototype is used in the visualisa-
tion, to be able to also find relations within classes: different prototypes
for a class might hold important information.

Figure 2.2(a) shows an example output of the method, which will be used to
give a basic explanation of the visualisation. The horizontal axis is divided into
n equal regions, where n is the number of prototypes during LVQ training, which
is eleven in figure 2.2(a). The prototypes are ordered to optimise the relation
between horizontal distance in the visualisation and the real multi-dimensional
distance of the prototypes in parameter space: in other words, prototypes close
to each other will appear close to each other in the visualisation. Each prototype
has a region that is bounded on both side by a dashed line and is coloured
in accordance to the class it represents. Cases whose classification have high
certainty, that is cases that are very near to a prototype, will be in the centre
of the region, while cases that are less certain are near the dashed line. Vertical
distance represents unsimilarity according to some measure (see §2.2.2), thus
similar cases are vertically near to each other in the visualisation.

2.2.2 Construction

In this paragraph, the technical details of the construction of the LVQ visuali-
sation will be considered. The construction of the visualisation (after the LVQ
algorithm has been performed) can be separated in the following steps:

• Ordering the prototypes in a suitable way and assigning areas to each

• Calculating the x-coordinates of each case within the prototype-area by
determining a measure for its classification certainty

• Calculating the y-coordinates of each case by calculating its similarity

The LVQ algorithm is explained in §2.1.3. Each of the other steps will now be
explained one by one.

Ordering prototypes

The order of the prototypes on the x-axis influences the interpretation of the
visualisation – and is therefore important – because of two reasons:

1. We are used to see graphs in which increasing distance represents some
increase in change of a variable or measure. The ordering should therefore
comply with this intuitive interpretation as much as possible. Having a
random order of prototypes would be counter-intuitive and confusing.

2. The horizontal placement of a case-representing point within a prototype
region depends on the two neighbours of the prototype region. The neigh-
bours define whether a certain point moves to the left or to the right within
a region. Note that it does not define how far it moves to the left or right
within the region. The exact details are described later in this section. It
only makes sense to move case-representing points to a neighbour, if that
neighbour is indeed close to that case in parameter space.
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(a) LVQ-plot of the origin of cars with 15 prototypes

(b) Same, now with 4 prototypes (c) Same, now with 50 prototypes

Figure 2.2: LVQ visualisations of an example data set containing the origin of cars

based on 7 parameters
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(a) Prototypes sorted on x-axis by mpg. (b) Prototypes sorted on x-axis by nr. of
cylinders.

Figure 2.3: LVQ visualisations with prototypes ordered on x-axis by sorting on one

feature.

A trivial solution to the first requirement is to sort the prototypes by one
feature. This is done for the cars-origin data set in figure 2.3: the prototypes are
sorted by respectively miles per gallon and number of cylinders in figure 2.3(a)
and 2.3(b). They are, apart from the prototype ordering, equal to figure 2.2(a),
but now the horizontal axis contains an increasing scale on one parameter,
although it is not a linear scale. This can be helpful in some situations, for
example to find a relation between the parameter by which the prototype were
sorted and its class. It is for example easy to see from figure 2.3(a) that cars
from American are generally less economic compared to European and Japanese
cars, and that Japanese cars tend to be most economic.

In fact, when the y-axis is replaced by another parameter as in figure 2.4(b),
the result resembles a normal scatter plot, except that it is not linear and
that the x-position is also somewhat influenced by the other parameters of the
sample. This method however combines the information from a standard scatter
plot such as figure 2.4(a) with the information about the prototypes (e.g., are all
prototypes used?) and its classification certainty (e.g., cars with which miles-
per-gallon value pose the most problems to classify?).

Another method to order the prototypes is to sort them by distance from
origin in feature space. Each parameter is used for ordering in this method,
so there is a higher chance that each neighbouring prototype in the graph is
also a neighbour in feature space and the method is easy to implement. An
example of this ordering was used in figure 2.5. In this figure, it can be observed
that the “American”-prototypes are less scattered. These prototypes are indeed
neighbours in feature space.

However, this method does not always behave well; in the case when several
prototypes lie near the surface of a hyper-sphere in feature space, the ordering is
rather random and the desired property of neighbouring prototypes visualised
as neighbours is not met. For example, in figure 2.5, the placement of the
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(a) Scatter plot of miles per gallon vs.
horsepower.

(b) LVQ plot in which each axis is influ-
enced by one parameter.

Figure 2.4: Standard scatter plot vs. LVQ plot.

“Japanese”-prototypes does not correspond with neighbours in feature space.
Additionally, “distance from origin” is very seldom an intuitive value in a data
set, and interpretation of such value is therefore harder to perform. There-
fore, a better way of ordering the prototypes will be specified in the upcoming
paragraphs.

Figure 2.5: LVQ plot with prototypes ordered on distance to origin

It is not always possible to order the prototypes such that neighbours in
feature space are neighbours in the visualisation, as this is effectively a dimen-
sional reduction from feature space to one dimension. It is however possible
to minimise the amount of errors that are made if we can come up with an
estimate error measure. Not only the number of incorrect neighbours that are
chosen is important for the error estimate, also the distance between incorrect
neighbours is important. A good estimate of calculating the individual errors
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of the placement of each prototype is given in (2.1) and the total error is given
in (2.2).

εpi
= d(pi, pi−1) + d(pi, pi+1) (2.1)

εtotal =
∑
i

εpi
(2.2)

where
pi the prototype positioned at index i in the visualisation.
d(pi, pj) the distance between prototype pi and prototype pj .

Finding the optimal ordering such that εtotal is minimised corresponds with
the Travelling Salesman Problem in which the salesman does not return to the
city he starts in. This problem is NP-hard, but a good chance of finding the
global minimum or a local minimum almost as optimal as the global minimum
can be achieved by using the simulated annealing method. This was imple-
mented and figure 2.2(a) shows the resulting visualisation. Here, the x-axis
corresponds even less with one intuitive scale, but neighbours are expected to
be similar. To overcome this somewhat, all features of the prototype have been
put under the x-axis.

Calculating certainty

The x-coordinate of each case from the data set is determined by the prototype
it belongs to, as explained previously, and by its classification certainty. The
idea behind this is that it becomes possible to interpret from the visualisation
which prototypes are very “strong”, generalised prototypes of the cases in the
data set.

A conventional method to calculate the classification certainty with LVQ is
given by:

Mclass(s) =
d(pw, s)− d(pi, s)
d(pw, s) + d(pi, s)

(2.3)

where:
pi the closest prototype.
pw the closest wrong prototype (the prototype with a class different

from pi).
s a sample from the data set.
M = 1 holds for cases that are exactly on prototype pi and M = 0 holds for
cases that are exactly on the decision boundary between prototypes pi and pw.
Since the visualisation shows all prototypes of each class, it makes more sense to
use the prototype certainty instead of the classification certainty. The formula
for calculating prototype certainty is like (2.3), but instead of using the closest
wrong prototype, the second closest prototype is used, as in (2.4).

Mprototype(s) =
d(pi, s)
d(pj , s)

(2.4)

where:
pi the closest prototype.
pj the second closest prototype

Finally, the offset of the sample from the centre of the region in the visuali-
sation can be calculated by:

∆x =

{
− 1

2 · w · d(pi, s)/d(pj , s) if d(pi−1, s) ≤ d(pi+1, s)
1
2 · w · d(pi, s)/d(pj , s) if d(pi−1, s) > d(pi+1, s)

(2.5)
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where:
pi the closest prototype in feature space.
pj the second closest prototype in feature space.
pi−1 the left neighbour of pi in the visualisation.
pi+1 the right neighbour of pi in the visualisation.
w the width of the region

Note that the leftmost and rightmost prototypes in the visualisation do not
have a right and left neighbour respectively. Therefore, ∆x is always positive
and negative respectively in these cases.

All ingredients to calculate the x-coordinate of a sample are now defined:

1. Order the prototypes

2. Find the closest prototype in feature space

3. Calculate the prototype certainty M of the classification of the sample

4. Determine the prototype neighbour which is closest to the sample and
move the sample a relative distance of (100% −M) towards the border
with that neighbour.

Calculating similarity

Now that options for the x-coordinate have been given, several possibilities for
the position in the y-direction will be discussed. The general idea is to use some
measure of similarity for the y-axis. By using similarity, points that represent
similar cases will be close to each other. This is for example useful when two
prototypes are competing for several similar cases; a “cloud” of points can easily
be spotted in the visualisation. Likewise, when clusters of points of different
classes are spread vertically over one prototype area (i.e., are unsimilar), one
can conclude that the result is not optimal yet.

(a) LVQ plot, with a single feature as sim-
ilarity measure. The red line connects the
means of the prototypes.

(b) LVQ plot, with distance to origin as sim-
ilarity measure. The red line connects the
means of the prototypes.

Figure 2.6: LVQ plot with different similarity measures.
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A simple “similarity”-measure might be the value of one feature, for example
a highly relevant feature, as in figure 2.6(a). The added benefit for using a single
feature is that the vertical axis has a linear scale corresponding with the feature,
and thus can be interpreted easily.

Another similarity measure is a combination of all values, for example the
distance to the origin in feature space as mapping to the y-axis. This is visualised
in figure 2.6(b). Note that the samples are clustered in a small vertical space
for each prototype, because the mean of samples that are classified to a certain
prototype relates with the distance to the origin of the prototype itself. The
clusters form a pattern – which has been emphasised with the red line – that
distracts the viewer from the actual important point: the similarity difference
between samples in two neighbouring prototypes or within a single prototype. It
also generates empty space in the figure, which is not very efficient. Therefore,
the red line is subtracted from all the y-coordinates of the samples. The resulting
visualisation is in figure 2.2(a).

Density contour lines

So far, all samples from a data set have been drawn in the plot. However, when
large data sets are visualised with this method, the points in the graph might
overlap and hide each other. When this happens, only the samples of the most
dominant class are visible, yet there might be structure in the sparser classes,
which might be valuable to know as well. This structure can be visualised by
drawing density contour lines instead of a point for each sample. An example
image is in figure 2.7.

The first step in drawing the density contour lines is to calculate the density
at each node in a grid. This is done with the kernel density estimation method:
at each grid point, a Gaussian is evaluated and summed for each sample. Since
evaluating a Gaussian is costly, this method is not very fast. Next, lines have to
be drawn between the grid points at certain density levels. This is solved with
an algorithm similar to the Marching Squares algorithm, which is an algorithm
comparable to the well known Marching Cubes algorithm, by Lorensen and
Cline[13], but in two dimensions.

At high resolutions, such as 1000 × 1000, this method is rather slow (in
the order of a couple of minutes) but decreasing the resolution results in far less
valuable images. It would be more efficient to calculate the density “on demand”
instead of a priori for all grid points, and this might improve the performance,
but other problems would have to be solved for doing so. Furthermore, it might
be possible to decrease the resolution without compromising the quality of the
image by interpolating between the grid points.

2.3 Data sets

Three data sets have been studied. Two data sets contained galaxies that are to
be classified into their morphological galaxy type. The third data set contains
simulated LOFAR measurements, in which calibration errors are to be found.
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Figure 2.7: This figure shows the example cars/origin data set by drawing density

contour lines instead of a single point for each sample. This allows to see the structure

in sparse classes even in dense areas. In this example the density was calculated on a

grid of resolution 1200× 1200, and takes a couple of minutes to compute.
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Figure 2.8: Class counts for the ESO-LV data set. Note that the total number

of spiral galaxies is more than one can actually expect to find when the galaxies are

selected in an unbiased way. In unbiased situations, a line through the tops would still

be “hill”-shaped, but would not differ much from a flat line.
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2.3.1 The ESO-LV data set

The ESO-LV surface photometry catalogue of the ESO-Uppsala Galaxies, is a
large, parameter-rich data set. It consists of information about 15,467 galaxies
each of which is described by 191 parameters. The data set is freely download-
able from http://www.astro-wise.org/ and is annotated in [12]. Each case
in the data set has already been labelled according to its morphological class,
though with a different labelling scheme from the 2dF-WFI observations data
set: it is defined on a continuous scale from -5 to 10. Cases labelled -5 corre-
spond with completely elliptical galaxies, cases labelled 1 to 6 designate various
spiral and disk galaxy types (Sa, Sb and Sc) and cases labelled 10 are irregular
galaxies. The labels between these numbers represent the gradient of galaxy
types that are likewise between the elliptical, spiral and irregular galaxy types.
Figure 2.8 shows the number of cases in each class when its label is rounded
towards the nearest integer.

The set of parameters of the ESO-LV data set is a superset of the parameters
in the 2dF-WFI observations data set. However, in the case of a few parameters,
they have to be converted to map them to each other. The following parameters
were used:
(B −R), µBoct, µ

B
e , µBe − µRe , DB

26
DB

E

, DB
80

DB
E

, µB0 , 5tan
rad, a/b

0, NB
oct, N

R
oct and Efit

err.
The features will not be explained in detail here. These features were chosen be-
cause they were also the ones used for the automatic classification when revising
the morphological galaxy types of the ESO-LV catalogue (For this, including the
complete description of the symbols, we refer to [12], page 24 and further) and
should (theoretically) be dependent on the morphological type and independent
of spatial location.

For reference purposes, the given symbols correspond with the following
textual names:
BR AVER, BS OCT, BS E, BS E RS E1, D26 D E1, D80 D E1, BS 0, ATRGRA, AB ADO,
NOCT B, NOCT R and BER23.

The classes have been chosen so that spiral/disk galaxies correspond with
classes 0 to 6, elliptic galaxies with classes -5 and -4 and “irregular” classes with
class 10 in the ESO-LV catalogue. Cases that were labelled as one of the others
classes (-3, -2, -1, 7, 8 or 9) have been left out. This results in 9348 spiral/disk,
514 elliptical and 898 irregular galaxies.

2.3.2 The 2dF-WFI observations data set

The 2dF-WFI observations data set is a data set that is to be published by
Sikkema et al[16]. The version that will be published will be the thirth version
of the data set, while the second version was used for this project. The data set
consists of 4556 cases: 4470 unclassified cases and 86 pre-classified cases. The
cases have been labelled by a number between 0 and 3:

• Label 0 denotes this case is unclassified. There are 4470 of such cases.

• Label 1 represents a disk or spiral galaxy. There are 32 such cases.

• Label 2 represents an elliptical galaxy. There are 34 such cases.

1Not a column in the catalogue, calculated from values of other columns.

http://www.astro-wise.org/
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Figure 2.9: Case count per class for the 2dF-WFI observations data set for the

already labelled galaxies

(a) Scatter plot of declination and right as-
cention

(b) Projected three dimensional scatterplot
of decl, ra and redshift

Figure 2.10: Scatter plots of the spatial distribution of the 2dF-WFI observations

data set. Light gray points are unlabelled cases.
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• Label 3 represents an irregular galaxy. Some irregulars are in reality not
irregular, but can be two galaxies superimposed, or a galaxy and a fore-
ground star in the same line of sight. The data set consists of 20 cases
labelled as class 3, which is an unrepresentatively high value compared to
the other classes.

The cases with label 1-3 can be used for supervised training and testing of the
classifier. Unclassified cases labelled with a 0 can be classified once the classifier
has been constructed. Certain cases that have been labelled with a “0” as
unclassified might be unclassifiable because there is not enough information to
classify them. For now, these cases have not been labelled separately. Figure 2.9
shows the amount of cases in each class.

The plot in figure 2.10(a) is the result of plotting declination versus right
ascension. When a three dimensional projected scatter plot is drawn that also
includes redshift, which correlates with distance and thus can be used as third
dimension, two groups of galaxies appear. This is visualised in figure 2.10(b).
However, this plot is a little bit misleading; the group on the left is not actually
a separate cluster of galaxies, but represents the galaxies for which the redshift
is not known. In the figure we can see that the pre-labelled cases (the coloured
dots) are not very well spread among the two groups. As less is known about
the galaxies in the left group, they might be harder to classify.

Each case is expressed in 26 features (these are id, RA, Dec, VJC, RJC, IJC,
VR, RI, VI, ell, m20, gini, concentration, asymmetry, r50, d23, sersic, redshift,
flagmask, density, SN, r50ell, SBell, pca1, pca2, and pca3 ).

Parameters of the 2dF-WFI observations data set

The 2dF-WFI observations data set contains many parameters that should not
be used for classification, because using them would introduce unwanted depen-
dencies, such as the location (RA, Dec and redshift) of the galaxy, or because
they are redundant, such as r50. Therefore, some of the parameters have been
ignored during training of the trees. The parameter set that should give the
best result is summarised in table 2.1 as parameter set “A”: the parameters
marked with an “X” in the column with heading A. The other four data sets
are subsets of A and are used to find the most discriminating parameters when
certain parameters have been left out.

The sets in table 2.1 have been selected by the astronomer who also provided
the data set.

2.3.3 The LOFAR data set

The system described in §1.2.2 can also be used to perform a simulation of a
measurement. A fictional situation can be created in which several astronomical
point sources are arranged in a grid. By performing a simulation in which the
telescope is aimed at a single source, the system can produce images of such
a point source to investigate the effects of interferometry. Such an image is
displayed in figure 2.11.

Since the telescopes are not equally sensitive in each direction, such images
will differ when the source inhabits a different location in the sky. The images
in figure 2.11 are created for different locations in the sky. Figure 2.11(a) shows
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Table 2.1: The five different sets of parameters used

A B C D E
id
RA
Dec
VJC
RJC
IJC
VR X X X
RI X X X
VI X X X
ell X
m20 X X
gini X X X X
concentration X X
asymmetry X X X X
r50
d23 X
sersic X
redshift
flagmask
density X
SN
r50ell X X
SBell X X X X
pca1 X X
pca2 X X
pca3 X X
Count 16 5 7 5 4

(a) Point source at +40◦ latitude (b) Point source at +50◦ latitude

Figure 2.11: Simulated results of LOFAR at different locations in the sky. The

images are contrast enhanced to improve their visibility.
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Figure 2.12: Images of figure 2.11 subtracted from each other. To classify the errors,

features have to be constructed that are independent of the location.

a point source at +40◦ latitude, while figure 2.11(b) shows an point source with
equal characteristics, but at +50◦ latitude. The difference in structure between
the images is hardly visible, but the images are in fact very different. This can
be seen in figure 2.12, which shows the difference between the two images.

The data set which is used to create the feature set consists of 128 images,
that were created with MeqTrees (see section 1.2.2). For each class, a point
source was set at four different longitudinal positions (0h, 6h, 12h and 18h) and
four different latitudinal positions (+30, +40, +50 and +60). Therefore, there
are 16 images of each class, 8 classes in total. However, not all positions seem to
be valid, because the source might be below the horizon. These invalid positions
result in empty images. The data set is checked for these images, and these have
been labelled as having no calibration error. Subsequently, all duplicate cases
have been removed, which at this moment only removes the duplicate empty
images. The final data set consists of 14 images of each class, and one extra
image (the empty image) in the original class, 113 in total. Because of the way
the images have been created and labelled, there are no incorrectly classified
images in the data set.

The calibration parameters

MeqTrees allows to simulate parametrised effects on an image. By subtracting
such images from the original image, images can be produced in which one of
the parameters have been incorrectly configured. Currently, the only simulated
errors that have been considered are G-Jones and Z-Jones, which are terms used
for denoting the antenna gain model correction parameters and the ionospheric
model correction parameters. In a later stage, E-Jones should be added, which
describes the station voltage beams, but we are currently not able to simulate
this effect yet.

Each of these correcting effects has several variations. Currently, four varia-
tions on the G-Jones effect and three variations on the Z-Jones effect have been
defined. Example images for each of these variations are shown in figure 2.13.

In total, there are currently seven classes plus a class for the original image
without errors. What is needed to identify errors in images, is to be able to
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(a) Original image (b) Variations in errors in the Z-Jones matrix

(c) Variations in errors in the G-Jones matrix

Figure 2.13: Simulated images of the eight different classes that will be considered.

(a) Original image (b) Variations in errors in the Z-Jones matrix

(c) Variations in errors in the G-Jones matrix

Figure 2.14: Same images as in figure 2.13, converted from polar coordinates to

Euclidean coordinates. Errors might be easier to identify in these images.
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classify the image into one of these eight classes. To do so, we need adequate
features and a suitable classifier. The classifiers have been discussed in §2.1, the
features will be discussed in the upcoming sections.

Features

The most challenging task of the classification is to find the smallest feature set
that captures the class well enough: using all gray levels of pixels in the images
will not produce good results. There is not much information about how each
error contributes to the image, and there is still much uncertainty concerning
the errors, for example about its strength. For now, there are only simulated
images that can be analysed.

For a start, a small number of features has been used:

• Minimum and maximum intensity in the image (for testing only)

• Average intensity in the image

• Shapelet coefficients

• Coefficients of radial Hermite function.

The minimum and maximum intensity, and partially the average intensity of
the image are not usable in real data, as these values depend on the intensity of
the source. The performance of this feature will be unrepresentative, since the
current data set only contains equally intense sources, but was added as a first
feature to test the system.

The other two features will be described in the upcoming paragraphs.

Calculating shapelet coefficients

Shapelets are infinite series of two-dimensional orthogonal basis functions in
which any image can be decomposed, so that an image can be represented by
a two-dimensional matrix of coefficients. Shapelets have properties that make
them attractive for compressing galaxy image data[15]. For a standard galaxy
image such as the last image in figure 2.16, only the first couple of coefficients
are necessary to capture its global structure. Thus, it is a method for expressing
most important details of astronomical data into a few coefficients, and might
therefore prove to be a useful feature in the classification. This same method has
already been used to classify galaxies on morphological type[9], but classifying
parameter errors in measurements might prove to require a different approach,
as the shapelets might not capture the details of the errors very well.

The two-dimensional cartesian shapelet basis function with order ~n = (n1, n2)
is defined as:

B~n(~x, β) = β−1φn1(
x1

β
)φn2(

x2

β
) (2.6)

where
φni

(x) =
(√

2niπ
1
2ni!

)
Hni

(x)e−
x2
2

β = a scaling factor
Hni

(x) = the nith Hermite polynomial evaluated at x.
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Figure 2.15: The first nine shapelet basis functions, with scale factor β = 0.1.

White and black areas denote positive and negative values respectively. An image can

be decomposed in these basic shapes for compression. The more shapes are used, the

better the image will be represented.
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The first nine functions are shown in figure 2.15. To get the most interesting
details with as few coefficients as possible, the value of the scale size param-
eter β needs to be set to a reasonable value. High values for β will result in
reconstructing a rough outline of the image with a small number of coefficients,
though without much detail, while low values for β will result in the opposite.
This is visualised in figure 2.16 and 2.17. When the target is to compress image
data, the structure as a whole might be important, but since classification might
rather depend on smaller details, it is intuitively better to set β to a lower value.
For the images in figure 2.16 a value of β = 0.1 was used. This factor is relative
to the size of the image, so with the presented images with size of 512 × 512,
this corresponds with a scale size of approximately five pixels.

Figure 2.16: Compressed galaxy image with β = 0.1, from left to right: number of

coefficients n = 5, n = 10, n = 25, n = 75 and the original image. Since the value of

β is reasonably high, the recomposition already has the general shape of the decomposed

image with a few coefficients.

Calculating coefficients of the radial Hermite function

The shapelet features are dependent on the orientation of the image. In other
words, the generated coefficients will vary when rotating the image. Since as-
tronomical objects do not have a fixed orientation, having a dependency on the
orientation might not be desirable. One possible solution is to rotate all images
towards the same orientation in a preprocessing step, though it is not clear how
to do this for all images. Another solution is to define a series of functions that
do not depend on the orientation. A first solution for such a series is to use
the (Euclidean) distance of each point to the centre of the images as the input
value for the Hermite function series (with possible scaling). This results in the
following formula:

Bn(~x, β) = β−
1
2φn(

|~x|
β

) (2.7)

This series is no longer orthogonal nor is it a basis function. Therefore,
the coefficients will not capture all details of the picture and is not optimal for
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Figure 2.17: Compressed galaxy image with β = 0.02, from left to right: number

of coefficients n = 5, n = 10, n = 25, n = 75 and the original image. Compared to

figure 2.16 in which β = 0.1, much more detail was captured. However, even when the

image is decomposed with 75 coefficients, only part of the image is restored.

Figure 2.18: Radial Hermite functions
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compression. It might however capture enough detail to use for classification,
with the advantage of rotation independence. The first four functions are shown
in figure 2.18.

Polarisation data For now, the focus was on the single Fourier transformed
image that is the final result of the combination of several antennas and pro-
cessed by MeqTrees. However, this is not all available information: the antennas
can also measure the polarisation of the signals. Normally, most sources do not
emit polarised signals, but certain factors such as the atmosphere will polarise
the signals. Therefore, if the atmospheric model has been correctly calibrated
and the signal have been corrected for this, no polarised signals will remain. The
polarisation has been neglected so far, but contains vital information needed for
classification. The image that has been considered so far, is the image formed
by unpolarised signals. Three other images can be constructed from the polar-
isation data.

(a) The first unpolarised and next three polarised images of G-Jones variation 1

(b) The first unpolarised and next three polarised images of G-Jones variation 3

(c) The images in figure 2.19(a) subtracted from the images in figure 2.19(b)

Figure 2.19: Difference in polarisation data between G-Jones variation 1 and 3.

In order to classify the difference between variation 1 and 3, the information in the

polarisation images need to be used. The gray image on the left in figure 2.19(c)

indicates that G-Jones variation 1 and 3 are equal in the unpolarised image.

In figure 2.13, it can be seen that the variations named G-Jones 1 and
G-Jones 3 are similar. However, the images in this figure show only the unpo-
larised, first image. The other, polarised images are different, as is shown in
figure 2.19. Therefore, to recognise images correctly, it is necessary to look to
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the polarisation data as well. For a start, the same features will be used for the
polarised images. However, as can be seen in the figures, the polarised images
are structurally different, and might therefore require different features.

2.4 Normalisation methods

Three different normalisation methods have been used. The first one calculates
the minimum and maximum value of each feature and scales it to the interval
-1 to 1. The second one normalises each feature to have a mean µ = 0 and a
variance σ2 = 1. These two methods do not differ much in performance, but the
second feature is more stable compared to the first, as the first method might
be affected more strongly by one outlying sample.

The third method is more radical: each value is turned into a discrete value,
either “positive”, “negative” or “zero”. This method was only applied to the
shapelet coefficients in the LOFAR error classification problem. This method
might be useful to avoid solving the problem for only one specific intensity of
the source – as the image is not normalised towards the strength of the source
– but rather to find a general solution that can be applied to sources of all
strengths. This normalisation method reduces the amount of information enor-
mously, so lower performances should be expected at the benefit of generalising
the problem. When the source intensity influences the shapelet coefficients in
a non-linear way and thereby changes the sign of a shapelet coefficient then
the features are still dependent on the source intensity, and this normalisation
might still generalise unsufficiently.

2.5 Classification performance requirements

2.5.1 LOFAR calibration performance

A classification error of the LOFAR data classifier is either a good calibration
that is classified as an incorrect calibration, or vice versa, or a calibration might
be classified as having an error variation while in fact another calibration error
variation is the problem, such as classifying an error in the atmospheric model
as a gain error. Neither of them are fatal: the cost of making such a mistake is
occupying the telescope unnecessarily or throwing away good data. Moreover,
there are no better alternatives at this moment, so making some errors is al-
lowed. Performances of around 90% would be acceptable. Separating incorrect
calibrations from correct calibrations has a higher priority than separating the
incorrect calibrations from each other.

2.5.2 Morphological type classification performance

Automatically classifying galaxies into morphological types has, unlike calibrat-
ing LOFAR, an alternative solution: classifying galaxies by hand. Therefore,
this method is rather a way to make the classification easier and faster. Ideally,
automatically classifying galaxies would improve the precision of the classifica-
tion as well. It should at least be as precise as manual classification would be.
The “human” error rate of classification is somewhat hard to express; most ex-
perts classify only the galaxies they know they can classify (i.e., the easy cases).
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This might lead to low error rates, but this is biased. To solve this, the classifier
might threshold on certainty and refuse to classify galaxies which are too hard
to classify. Performances of 90%-95% on the data set should be acceptable.



Chapter 3

Results

In this chapter, the results of classification with the Self-Organising Map, the
decision tree and LVQ, applied to the three data sets, will be given and the
results of the visualisation technique applied to the ESO-LV data set will be
presented.

3.1 Self-Organising Maps

In §2.1.2 the SOM unsupervised clustering algorithm was explained. The SOM
algorithm has been applied to all three data sets, and almost the same con-
figuration was used for each data set. The configuration and results will be
explained in the upcoming sections. First of all, a basic configuration that pro-
duces good results will be given (§3.1.1), then a convenient way of testing the
SOM application will be presented (§3.1.2) and finally the SOM will be applied
to 2dF-WFI observations’s data set (§3.1.3), to the ESO-LV data set (§3.1.4)
and to the LOFAR calibration data set (§3.1.5).

3.1.1 Configuration

SOMs have a large number of parameters. These are the metric, the number of
learning iterations, the number of dimensions and the size of the output map, the
method of initialisation of the weights of the output map and the time and dis-
tance learning restraint functions. The results with various parameter settings
do not vary much. The following configuration resulted in a well constructed
SOM:

• The SOM was configured to reduce the dimensionality of the data set to
two dimensions. This makes it easy to visualise the map, as will be shown.

• Grid sizes between 16 × 16 and 512 × 512 were used to construct the
SOM. Larger grid sizes require more iterations while they also cause each
iteration to take more time, so the performance is degrading quickly when
higher values are used. Typically, 128× 128 was used.

• The Euclidean distance was used as metric.

34
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• Approximately 1,000 learning iterations were used. Larger data sets re-
quire more iterations.

• The weights were gradiently initialised from zeros in the top left corner
towards ones in the right lower corner. Alternatively, the weights can be
initialised randomly between 0 and 1, but this does not influence the result
much, though requires a bit more iterations and is less stable.

• The time restraint function α(i) is expressed with the following formula:

α(i) = (Cendrate)
i
N (3.1)

With i the current iteration number, N the total number of iterations and
Cendrate a small value that represents the learning rate during the last
iteration. A typical value that seems to work well is Cendrate = 0.01. This
function damps the learning rate exponentially from 1.0 towards Cendrate.

• As distance learning restraint function θ(d), the Gaussian function ϕ(x)
is used:

ϕ(x) =
1

σ
√

2π
exp

(
− (x− µ)2

2σ2

)
(3.2)

with µ = 0 and σ = map width
8 , but the latter might need to be changed

if the number of classes and/or cases change. The function is normalised
so that θ(0) = 1, resulting in:

θ(d) = exp
(
− d2

2σ2

)
(3.3)

This function damps the change that is applied on the weight of each neu-
ron in each iteration, according to their distance from the best matching
unit (BMU). Other functions that are used commonly are delta functions
or linear degrading functions.

3.1.2 Testing

A convenient way to test the SOM implementation is by using red, green and
blue values as features and to use several colours (combination of RGB values)
as data set. This is done for six colours in figure 3.1. When the map is trained
and the features are well-discriminating, Voronoi-like patterns appear in data
sets, see figure 3.2. Once the map has been trained properly, it is possible to
classify new samples (supervised) by finding its BMU and assigning it to the
class of the closest BMU of the training set.

3.1.3 SOMs on the 2dF-WFI observations data

To quickly find relations in the 2dF-WFI observations data set and to get a quick
impression of the separability, the Self-Organising Map method was applied on
the data set. The results of applying the SOMs to parameter set C are in
figure 3.3. Remember that the axes of the plots have no distinct meaning.

Figure 3.3(a) shows that most of the red points, corresponding with the
elliptical galaxies, form a cluster in the upper left corner of the image. This
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(a) The weights of the map. (b) The “Best Matching Units”
(BMU) of each class combined with
the neighbour-distance (red). Each
corner contains a BMU as well, but
these are rather hard to see.

Figure 3.1: Results of applying the Self-Organised Map classification to six colours.

(a) The weights of the map. (b) The BMU of each class com-
bined with the neighbour-distance
plot.

Figure 3.2: Results of applying the Self-Organised Map classification to sixteen

colours. Voronoi-like patterns appear.
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(a) SOM applied to the 86 a
priori labelled galaxies.

(b) SOM applied to the en-
tire data set (4,556 cases)
which was previously classi-
fied with C4.5.

Figure 3.3: The SOM method applied to the 2dF-WFI observations data set. Draw-

ing separation lines and assigning points to one side to one class would not result in

very good performances, so the SOM can not actually be used for classification in its

present configuration. Clusters of the same galaxies that appear in the SOM denote

that those galaxies should be separable from the others. Red = elliptical, blue = spiral,

green = irregular, gray = unclassified.

signifies that elliptical galaxies should be separable from the others, and that
the parameters are (linearly or non-linearly) related to the class. There is almost
no mixing between the elliptical and irregular galaxies. This gives a fair hint
that the elliptical and irregular galaxy classification should be able to achieve
high performances. The separation of spiral galaxies from the other galaxies is
less convincing, though – with some imagination – some clustering can be found
here as well. Since the SOM is a dimensional reduction operation, information
is lost and even the overlapping regions might be separable, so not much can be
said about the separability of the spirals and the other galaxies. The “reddish”
background expresses the local distance between samples: the more red covers
an area between two galaxies, the less similar those galaxies are.

Figure 3.3(b) shows the relation after all 4556 galaxies have been classified
with the decision tree method with a certainty threshold of 0.8. Gray points
correspond with galaxies that were not classified because the certainty threshold
was not reached. Besides some forecasts about the separability of the data sets,
the SOMs do not really help solving the problem: there are no very obvious
relations present in the data set that were visualised by the SOMs.

3.1.4 SOMs on the ESO-LV data

The SOM images for the ESO-LV data set are in figure 3.4. There is some clus-
tering within each class, which denotes separability. Remarkable is the cluster
of samples near the sides of both images (bottom right corner in 3.4(a), left side
in 3.4(b)) that have a very large distance to all other samples. This might sig-
nify differences or errors in measurement. Besides this observation, the results
of the other classification methods are more valuable.
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(a) 40.000 neurons (b) 102.400 neurons

Figure 3.4: SOMs of the ESO-LV catalogue.

3.1.5 SOMs on the LOFAR data

When the LOFAR data set is used as input for the SOM algorithm, the resulting
images represent once again how well the current feature sets discriminate the
classes from each other. In figure 3.5, this is done for the 2 × 2 and 3 × 3
coefficients in the first plane. In figure 3.6, the three polarised images have also
been used. While the first figure does show some clustering of classes, in the
latter most samples seem to be divided over the map randomly.

(a) With 2× 2 shapelet co-
efficients

(b) With 3× 3 shapelet co-
efficients

Classname Colour
G-Jones.0 red
G-Jones.1 green
G-Jones.2 blue
G-Jones.3 yellow
Original purple
Z-Jones.0 light blue
Z-Jones.1 orange
Z-Jones.2 black

Figure 3.5: Results of applying the Self-Organised Map classification to the data set

on the unpolarised image with β = 0.02.

In figure 3.7, the radial Hermite function was used to generate the coeffi-
cients, rather than the shapelet function. Although each cluster overlaps with
another cluster (which can be expected, since the results of the decision tree are
not very good), the method does separate some classes very strongly.

With all three methods, the original class (purple) seems to be distant from
other classes. The G-Jones variants 0 and 2 (red and blue in the images) seem
to be quite close to each other in all images. However, these variations look not
equal at all by eye, as can be seen in figure 2.13. They are especially close to
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(a) With 2×2 shapelet coef-
ficients

(b) With 3×3 shapelet coef-
ficients

Figure 3.6: Results of applying the Self-Organised Map classification on the dataset

with 2× 2 (left) and 3× 3 (right) coefficients on all planes with β = 0.02.

Figure 3.7: Results of applying the Self-Organised Map classification on the dataset

with 3 (left), 5 (middle) and 10 (right) shapelet coefficients on one plane with β = 0.02.

each other on the radial Hermite function images, which raises the idea that the
difference between the classes is mostly a change in pattern in radial direction,
which is ignored by the radial Hermite function.

3.2 Decision trees

The upcoming sections will show the performances and other properties of the
decision tree algorithm described in §2.1.1 for the three data sets.

3.2.1 Decision tree applied to ESO-LV data

Results of the decision tree method applied to the ESO-LV catalogue are shown
in figure 3.8 and figure 3.9. The value µB0 seems to be a very important pa-
rameter in distinguishing the galaxies, as it occurs at the top of both trees, and
occurs also once in the third level in the first tree and twice in the third level
of the second tree. Moreover, µBoct also occurs twice in the second tree, and
according to astronomers, this value is depends on µB0 highly. Classifying with
only feature µBoct alone might already give good results. 5tan

rad and NB
oct also

appear twice in the first tree, and also depend on each other. The performances
of the trees will be compared to LVQ in §3.4.
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µB0

µB
0 <=20.37 µB

0 >20.37

5tan
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5tan
rad<=7.18 5tan

rad>7.18
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E

DB
80

DB
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<=2.11
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80
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E
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class 1 NB
oct
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oct<=0.52 NB
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µB0

µB
0 <=23.72

µB
0 >23.72

(B −R)

(B−R)<=1.3
(B−R)>1.3

.. .. class 1 .. .. class 1

Figure 3.8: First 13 nodes of the ESO-LV classifying decision tree, excluding irreg-

ulars, from 9862 samples.

µB0

µB
0 <=22.95 µB

0 >22.95

µBoct

µB
oct<=17.92 µB

oct>17.92

a/b0

a/b0<=4.81 a/b0<=4.81

5tan
rad

5tan
rad<=4.67

5tan
rad>4.67

µBoct

µB
oct<=22.04

µB
oct>22.04

µB0

µB
0 <=23.51

µB
0 >23.51

µB0

µB
0 <=23.65

µB
0 >23.65

.. .. .. .. .. .. .. ..

Figure 3.9: First 15 nodes of the ESO-LV classifying decision tree, including irreg-

ulars, from 10760 samples.
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3.2.2 Decision tree on the 2dF-WFI observations data

Table 3.1: The performance of the decision tree method on the 2dF-WFI observations

data set

Excluding irregulars Including irregulars
Training Estimated Test Training Estimated Test

A 98% 94% 97% 95% 85% 79%
B 95% 77% 78% 89% 71% 63%
C 97% 83% 85% 88% 77% 66%
D 97% 84% 83% 86% 76% 65%
E 95% 82% 83% 86% 76% 68%

Table 3.1 shows the classification performances when trained with one of the
parameter sets: high values represent few errors. The first three columns show
the performances when irregulars are treated as unclassified samples, thus are
not used for training and not used in calculating the performance. The next
three columns show the performances when irregulars are treated as a separate
class just like elliptical and disk galaxies.

The “train” columns represent the performance when the constructed tree
is applied to the training set. This results in the highest performances as ex-
pected, as no unseen cases are tested yet. The “estimated” column is a perfor-
mance estimate on unseen cases made by the C4.5 algorithm, based on statistical
properties, added to compare and verify with the next column: the values in
the “test” column represent the performances when bootstrap aggregating (also
called bagging) is used to boost the performance of the trees and get a more
representative performance estimate of how the tree would perform on unseen
data - comparable with hypothetically finding the best tree on test data and
applying that to the unseen cases.

As expected, the training performance is always higher then the estimated
and test performances, and excluding irregulars increases performance further.
Parameter set A is the best distinguishing parameter set, which is also as ex-
pected, as it contains the most information. Nevertheless, the high “test” per-
formances on the selected parameters imply that the decision tree generalises
quite well, which subsequently implies that the parameters truly depend on the
morphological type and the classes are quite reasonably separable.

root

sersic<=0.387 sersic>0.387

Disk or spiral
34/34

Elliptical
31/32

Figure 3.10: Best classifying tree (tree for parameter set A, no irregulars)
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By looking at the trees, we can conclude how strong the features are. Re-
markable is the “best” generated tree in figure 3.10, generated from parameter
set A without irregulars, which performs classification based on a single param-
eter, being the sersic parameter. A sersic value ≤ 0.387 corresponds most
likely with disk or spiral galaxies, while a case with sersic value > 0.387 is
most likely an elliptic galaxy. However, according to the author of the data set,
it seems that the sersic value has been used to select which cases to classify, and
this is therefore a very biased result.

The other trees are more complex, but the trees constructed from other
parameter sets reveal other discriminating parameters. When irregulars are
excluded, the VR parameter followed by pca2 are the most discriminating in
parameter set B while SBell followed by gini, VR and VI are the most discrim-
inating in C, D and E. If we combine information from all trees, we can order
the parameters from A according to its discriminating value:

1. sersic

2. SBell

3. gini, VI and VR

4. pca2 and asymmetry

5. pca1, concentration and m20

6. density, ell and d23. These parameters never occurred in the tree but
were tested only in parameter set A, thus not much can be said about
them.

7. RI, r50ell and pca3. These parameters never occurred in the tree and
are thus probably unsuitable parameters for classification.

We can perform the same ordering when we include irregulars:

1. sersic

2. asymmetry

3. gini, VI, density, r50ell and RI

4. SBell

5. pca1

6. VR and pca3

7. pca2

8. ell and d23. Once again, these parameters never occurred in the tree but
were tested only in parameter set A.

9. concentration and m20. These parameters never occurred in the tree.

Two notable things can be observed when comparing these two orderings:
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• The asymmetry parameter seems important for discriminating irregulars
from the other classes, while it hardly contributes to separating elliptical
galaxies and disks.

• The SBell parameter is discriminating elliptical and disk galaxies, but
seems to hold less information about irregular galaxies.

These conclusions about the differences in the ordering should however be taken
with skepticism, as the trees that included irregular galaxies perform less well,
which is due to the irregulars (the irregulars produce almost all errors). As
such, the reported effects created by adding the irregular class are probably
exaggerated.

3.2.3 Classification of unlabelled galaxies

The classification with the best tree (parameter set A, no irregulars) results in
1408 galaxies classified as elliptical, 247 galaxies classified as disk or spiral and
2901 classifications that were not classified because the certainty was below the
threshold of 0.8. Initially, the irregulars were classified as well, but this resulted
in 350 irregulars, which is far too much from an astronomical perspective. This
was the rationale to perform all the steps without irregulars.

(a) Excluding irregulars (b) Including irregulars

Figure 3.11: Scatter plot showing the spatial distribution after C4.5 classification.

Red: disk/spiral galaxies, blue: elliptical galaxies, green: irregular galaxies. Light gray:

below certainty threshold.

The spatial distribution of the classified data is plotted in figure 3.11. Some
observations that can be made from these images are:

• The group on the left has an unknown redshift (and thus is probably
less bright or harder to measure), and is hardly classified, compared to
its number of galaxies, while the other “brighter” group is almost com-
pletely classified. This probably has to do with the fact that the group
with unknown redshift was less accurately measured and might have more
unknown values, which both degrade the certainty of the classification.
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• The ratio of disk/spiral galaxies and elliptical galaxies varies over the
two groups: approximately 5% of the classified cases of the fainter group
are elliptical galaxies while approximately 30% of the brighter group are
elliptical. This might change when all galaxies would be classifiable. If
that is the case, it could mean that it is easier to classify a galaxy as disk
or spiral, than classifying it as elliptical, implying that most disk or spirals
have some very recognisable property.

• At present there are no other obvious patterns in the spatial distribution
of the galaxy types in this data set.

• Unfortunately, the spatial distribution including irregulars in figure 3.11(b)
makes no sense from an astronomical perspective, as there are far too many
irregulars.

Influence of the certainty

The certainty threshold affects how many cases will be classified, but it is hard
to come up with a good value for the threshold. Also, the certainties produced
by a tree are discrete. As it can be expected that the number of errors would
decrease when classifying with higher thresholds, it seems intuitively like a good
method to eliminate the erroneous classification of irregular galaxies.
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Figure 3.12: Relation between certainty threshold and number of classifications. Up

to a threshold of 40%, nothing really changes and all cases will be classified. After

40%, only 30% is recognised, which decreases further with two steps around 70% and

95%.

Figure 3.12 can aid in the decision of the threshold: it shows the relation
between the number of classifications and the threshold (it is unfortunately hard
to interpret because many lines cross in the middle). This visualises a problem
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with the C4.5 decision trees: it only gives very rough approximations of the
certainty of the classification.

Moreover, it is striking that about 350 galaxies are classified as irregular, al-
most independent of the threshold value. Since the amount of galaxies classified
as disk or elliptical decreases with lower thresholds, the fraction of irregulars
gets impropabel. Although these problems exist, thresholding does effect the
number of classifications in the “fainter” group of galaxies in a way that seems
intuitively correct – fainter galaxies are classified less often – which is the reason
why the threshold of 80% was used nevertheless.

3.2.4 Decision tree on simulated LOFAR data

The performances of various parameter configurations for the LOFAR data are
shown in table 3.2. Smaller values for β deliver better results, but this is prob-
ably not the case with images of unequal source intensity. No such data is
available yet though. Nevertheless, because it seems unlikely that small values
of β will give good results for all kind of data sets, the other runs were per-
formed with β = 0.02. It is clear that using data form the polarised images
results in better classification performance, thus the three images with polarisa-
tion information do hold discriminating information. The best shapelet-based
classification is achived by using tree-based recognition, and recognises 98.1% of
the training set correctly. The radial Hermite function-based classification is a
weaker feature for this data set; it reaches a performance of 93.8% on the train-
ing set, with an estimated overall performance of 77.1%. On average, tree-based
recognition results in better performances compared to rule-based recognition.
The more realistic estimates of the decision tree and the bagging method show
respectively performances of 85% and 75% in the best case.

Normalisation

In table 3.3, the performances of the different normalisation methods are pre-
sented as described in §2.4. The difference between normalised and unnor-
malised data sets seems strange at first sight; when creating a tree, the sam-
ples are ordered and splits between every feature value are considered, and the
information gain of each split is calculated. This gain does not change by nor-
malising, so it should split the data set between the same samples, normalised
or not. Fortunately, there is another explanation for the observed phenomena.

The features are extracted from the images and stored in memory. Then,
when all features have been calculated, the normalisation takes place and the
features are written to a file in decimal format. When writing the features to
a decimal format, the number is rounded to a precision of 6 decimals in scien-
tific notation (e.g. 1.123456e-5). As it seems, less of the features are rounded
“catastrophically” in normalised form. For example, the numbers 1.1234567
and 1.1234568 would, when unnormalised, be rounded towards the same num-
ber, but will become -1 and 1 after normalisation. These small differences
happen because some of the features are equal (e.g., because they are equal
to the intensity), but become slightly different by the process of rendering the
image and again summing all values.

Having the decision tree split between numbers that are so close is not de-
sirable, as it would lead to trees that are specifically trained for one situation,



46 CHAPTER 3. RESULTS

Table 3.2: Performances under various conditions.

Coef. Type Planes β Tree Tree est. Rules Bag
1× 1 Shapelet First 0.02 61.9% 50.3% 64.7% 45.0%
2× 2 Shapelet First 0.02 87.6% 69.4% 86.8% 62.0%
3× 3 Shapelet First 0.02 94.7% 75.0% 92.9% 60.5%
4× 4 Shapelet First 0.02 96.5% 76.4% 89.4% 62.7%
5× 5 Shapelet First 0.02 98.2% 79.3% 91.2% 70.0%
1× 1 Shapelet All 0.02 74.3% 56.2% 76.1% 48.2%
2× 2 Shapelet All 0.02 98.2% 76.8% 92.9% 62.2%
3× 3 Shapelet All 0.02 99.1% 79.8% 92.0% 62.5%
4× 4 Shapelet All 0.02 98.2% 79.3% 92.0% 62.5%
5× 5 Shapelet All 0.02 98.2% 82.8% 97.2% 68.0%
3× 3 Shapelet All 0.001 98.2% 83.7% 98.2% 70.7%
3× 3 Shapelet All 0.002 96.5% 84.6% 96.5% 72.2%
3× 3 Shapelet All 0.005 98.2% 83.9% 96.5% 75.2%
3× 3 Shapelet All 0.007 96.5% 90.2% 93.8% 69.0%
3× 3 Shapelet All 0.01 95.6% 81.7% 92.9% 76.7%
3× 3 Shapelet All 0.02 99.1% 79.8% 92.0% 62.5%
3× 3 Shapelet All 0.05 93.8% 76.2% 93.8% 56.2%
3× 3 Shapelet All 0.07 96.5% 75.5% 92.9% 54.0%
3× 3 Shapelet All 0.10 94.7% 73.4% 86.7% 57.7%

3 Radial First 0.02 77.0% 64.4% 77.0% 59.2%
5 Radial First 0.02 79.6% 66.2% 79.6% 56.2%

10 Radial First 0.02 83.2% 69.1% 84.1% 56.0%
3 Radial All 0.02 90.3% 73.5% 89.4% 61.5%
5 Radial All 0.02 91.2% 72.8% 86.7% 52.5%

10 Radial All 0.02 93.8% 77.1% 91.2% 55.7%
3 Radial All 0.01 93.8% 73.6% 65.8% 54.7%
3 Radial All 0.02 90.3% 73.5% 89.4% 60.5%
3 Radial All 0.05 90.3% 72.5% 88.5% 53.2%

Table 3.3: Different normalisation methods and their performances with shapelet

and Radial Hermite functions on the polarised and unpolarised images. Normalised

= each feature is stretched from -1 to 1, Unnorm. = unnormalised, Disc. norm =

normalised in discrete values (see §2.4).

Coef. Type β Normalised Unnorm. Disc. norm
3× 3 Shapelet 0.02 89.8% 61.2% 56.6%

5 Radial 0.02 82.8% 50.8% 46.7%
3× 3 Shapelet 0.005 83.9% 75.4% 55.8%

5 Radial 0.005 87.3% 49.4% 39.1%
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instead of for the general situation. Therefore, the higher error percentage in
the unnormalised column are more representative performances for the chosen
features.

This is a general problem with decision trees: they can split at any boundary
between values as if the values were discrete. The series of values 0, 1, 2, 3
and 0, 1.499, 1.5, 4 are equal for a decision tree, but it would not always make
sense to place a decision boundary between 1.499 and 1.5.

3.3 LVQ

The last classification for which results were assembled is the learning vector
quantisation method, described in §2.1.3. The LVQ method has only been
applied on the ESO-LV catalogue, as this catalogue seems to be the least biased
and most interesting catalogue at this point. After presenting the performances,
the results will be compared with those of the decision tree method.

3.3.1 LVQ results on ESO-LV

Figure 3.13 and 3.14 show how the performance and weights change during
training. Table 3.4 shows the order of relevance of the parameters. Values
with a large weight are dependent on the class, while small weights have little
relevance during classification. When irregulars are excluded, the optimisation
process disables relevances. Remarkable is that the results including irregulars
are contrary to what the decision tree found: the parameters that are on top in
the tree are given last. This might be explained by redundancy in the training
set, and since each method has its own way of determining which parameter
is important, different sets of parameters are used that nevertheless hold the
same information. An (intuitive) explanation could be that the decision tree
finds individual parameters that contribute most to the separability, while LVQ
only looks at all parameters at once (though they are weighted). The LVQ
will therefore find combinations of important features, yet the first parameter
that comes up in the decision tree (µB0 ) is a more distinguishing parameter if
compared with the most relevant parameter of LVQ (µBe − µRe ). See table 3.4
for the complete list of relevances resulting from the LVQ method.

3.3.2 Priors and LVQ

The performances in the first two columns of table 3.6 are based on a data
set with unequal priors: in the case of three classes, 87% of the galaxies are
spirals, 5% are elliptical galaxies and 8% are irregular. A classifier that would
categorise everything as spiral will therefore have a performance of 87%. In the
situation of LVQ with class-local relevances (method III), this results in a some-
what misleading situation: compared to the other LVQ methods, it reaches a
rather high performance (87%), but when performances are calculated for each
class separately, the performance is 99%, 1% and 53% for the spiral, ellipti-
cal and irregular galaxies respectively. This is clearly not a good performance,
as classifying elliptical galaxies is as important as spiral galaxies. Therefore,
the “Equal priors” column shows a more representative performance based on
how a test set with equal priors would have been classified. For example, in
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Figure 3.13: The relevance (weight) of each parameter during LVQ training (see

table 3.4 for the actual values). The relevances stabilise quickly.

Figure 3.14: A typical plot of how the performances change during LVQ training:

the performance stabilises quickly.
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Table 3.4: Relevance of parameters, most relevant parameter on top

Number Including irregulars
name weight

1 µBe − µRe 0.14
2 DB

80
DB

E

0.12

3 Efit
err 0.11

4 (B −R) 0.11

5 DB
26

DB
E

0.10
6 NR

oct 0.10
7 NB

oct 0.09
8 µB0 0.09
9 µBe 0.08

10 µBoct 0.07
11 5tan

rad 0
12 a/b0 0

the case of the LVQ-method with class-local relevances, the performance would
be (99% + 1% + 53%) /3 = 51%. Another method of ensuring that each class
affects the performance equally is by sampling an exactly equal number of galax-
ies of each class beforehand, to balance the classes in the test set. However, by
calculating the equal-prior performance afterwards, no information has to be
eliminated from the data set.

3.3.3 Initialisation of LVQ

To get an idea of the effectiveness of the different initialisation methods that were
used, table 3.5 summarises the performances and the optimal number of learning
iterations when the other parameters are kept equal. It is important that the
performances and optimal iteration counts – besides the initialisation method
– also depend on the other parameters and obviously on the data set itself.
Changes in those parameters or the data set will create a different perspective.
Therefore, this table should by viewed as a “snapshot”, from which can only
be concluded that the initialisation method influences the learning efficiency.
Therefore, the initialisation method was also “optimised” with the simulated
annealing method: the best initialisation method is chosen during optimisation.

3.4 LVQ performances versus tree performances
on ESO-LV

The performances of the decision tree and LVQ methods are compared in ta-
ble 3.6. At first sight, the C4.5 decision tree and standard LVQ method perform
almost equally. The “training” column represents the performances of the set
that was used when training on the entire data set, while the values in the “test”
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Table 3.5: Dependency of initialisation method of LVQ, tested with equal priors on

the data set excluding irregulars. In this situation, sampling seems to be the most

efficient initialisation method while still resulting in good performances. However,

even small changes have a large impact on which initialisation method is best in some

situations.

Initialisation method Performance Optimal iteration count
Zero 33% 100
Random 33% 7100
Sample 64% 4800
Mean of 10 65% 7000

column have been calculated by randomly separating the entire data set into
two equally-sized sets and applying cross-validation.

Table 3.6: Performances of the various methods based on the training set, the test

set using cross validation testing and test set where the performance was corrected for

equal priors. All methods have been applied to the data sets with and without irregulars.

Optimising LVQ variables for equal priors is the best option, as the priors in the data

sets were not representative.

Configuration Excluding irregulars Including irregulars
Training Test Eq. pr. Training Test Eq. pr.

I Tree 98% 96% 75% 96% 92% 71%
II LVQ global r. 97% 97% 82% 91% 91% 76%
III LVQ local r. 96% 96% 83% 89% 87% 51%
IV LVQ opt. 97% 97% 81% 91% 91% 72%
V LVQ opt. eq. pr. 96% 96% 92% 89% 88% 78%

3.4.1 Classification configurations

The configurations specified in table 3.6 are:

• I (“Tree”): The C4.5 decision tree method.

• II (“LVQ with global r.”): The LVQ method in which parameter optimi-
sation was tried manually and global relevances were used (a relevance
was trained for each parameter).

• III (“LVQ with class-local r.”): The LVQ method in which again parameter
optimisation was tried manually but class-local relevances were used (a
relevance was trained for each class for each parameter).

• IV (“LVQ opt.”): The simulated annealing method described in §2.1.3
applied to the parameters of LVQ, to optimise the overall performance.

• V (“LVQ opt. eq. pr.”): Again the simulated annealing method applied
to the parameters of LVQ, but now to optimise the performance based on
equal priors.
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Table 3.7: Performances of each individual class based on the test set, including

irregulars. Cross validation was used for determining the performance.

Configuration Including irregulars
disk/spiral elliptical irregular

9348× 514× 898×
I Tree 98% 51% 66%
II LVQ global r. 96% 45% 59%
III LVQ local r. 97% 48% 8%
IV LVQ opt. 96% 53% 76%
V LVQ opt. eq. pr. 90% 74% 69%

Performing the first three methods takes a very short amount of time; in
the order of a couple of seconds. However, optimising with simulated annealing,
as was done in IV and V, repeatedly recreates the classifier and is more costly;
these methods take in the order of half of an hour to execute.

3.5 Testing with the chain-link data set

To assert the differences between the LVQ and the decision tree classifiers, yet
another data set will be introduced; an artificial “chain-link” data set. This
is a data set with 3 features, the x-, y- and z-coordinates of points in three
dimensional space. The data set contains two classes. Each of the classes
represents a torus. The two tori are “linked” as if they were part of a chain, so
each torus intersects the centre of the other torus. An example can be found in
figure 3.15.

Figure 3.15: The chain-link data set, consisting of two classes that contain samples

from two tori. A random 10% of the samples were labelled incorrectly and noise was

added to test the generalisation of the data set.

First, assume that there are no errors in the chain-link data set (unlike fi-
gure 3.15). This is a data set with a non-linear relationship, and therefore
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an interesting benchmark for classifiers[17]. For example, the unsupervised K-
means cluster algorithm does not separate the two tori into two classes, while
the supervised K-nearest neighbour classifier can. Also, both the decision tree
and C4.5 algorithms can easily be trained to classify samples from the two tori
without errors.

However, a good classifier generalises a data set. This means, amongst other
things, that the training data set is allowed to have some incorrect samples
without affecting the performance of the classifier. To test this property for
the C4.5 decision tree and LVQ methods, 10% randomly selected samples from
the chain-link data set are deliberately labelled incorrectly and noise with a
Gaussian distribution was added to all samples. This is very much like the
ESO-LV data set, where some galaxies might be labelled incorrectly and some
parameters might have been incorrectly measured. Once the classifiers have
been trained with the data set containing errors, the performance of the methods
are tested against a test set that only contains error free samples from the chain-
link data set.

Figure 3.16: Performances of the LVQ and C4.5 decision tree methods when trained

with 10% incorrectly labelled cases and tested with no incorrectly labelled cases. LVQ

generalises quicker and is less prone to incorrectly labelled cases.

The results are in figure 3.16. When the data set is relatively small and
contains less then 1,000 samples, the C4.5 method, with 96.4% performance
at 1,000 samples, does not generalise as well as the LVQ method, with 99.7%
performance at 1,000 samples. However, the C4.5 method performs better on
larger data sets, reaching the 100% performance when the data set contains
more than 2,500 samples.

3.6 Visualisation

In this section, the LVQ visualisation technique will be applied to the ESO-LV
data set and the results will be presented. The ESO-LV data set consisting of
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over 15,000 galaxies is an interesting subject for the visualisation technique, to
see if classification performance can be improved and to find hidden relations
in the data set. Figure 3.17 shows the result of visualising the density and
figure 3.18 and 3.19 the result of visualising each galaxy with a colour determined
by its morphological type value on a scale of -5 to 10.

Figure 3.17: LVQ density visualisation of the ESO-LV data set without irregulars.

The image corresponds with the classifier with a performance of 95% on the test set

and 91% with equal priors. There seems to be a very clear separation between spirals

and elliptical galaxies. However, many galaxies appear in the wrong cluster, according

to their label. It is likely that their label is incorrect in the ESO-LV catalogue. This

would (very) roughly mean that, by counting the iso-contour lines that are drawn for

exponentially increasing densities (1, 2, 4, ... samples/area), taking into account the

size of the area within the contour line, around 5% elliptical galaxies and 5% spirals

and disk are incorrectly labelled a priori.

Within the prototypes, some clusters appear. It can be concluded from the
high performances with only two prototypes for spirals (blue) and one for ellip-
tical (red) results, that the separation between spirals and ellipticals is rather
easy to make. A few spiral galaxies lie inside the large red clouds of galaxies. It
is likely that these galaxies are either incorrectly measured, incorrectly labelled
or contain too many missing values. There are also some spiral galaxies inside
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Figure 3.18: LVQ visualisation of the ESO-LV data set trained without irregulars,

limited to two prototypes. The morphological type scale of -5..10 as defined in the

ESO-LV catalogue determines the exact colour of the point, though the classifier was

trained to separate spirals from elliptical galaxies only. This image seems to confirm

that certain areas in the image belong to certain classes. Some incorrectly labelled

galaxies are very easily spotted in the image. Some areas that seem to have posed

problems during labelling – areas of mixed colours – can also be spotted.
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the left (blue, elliptical) prototype, of which some lie at a distance from the blue
cloud and should be separable. While the visualisation with three prototypes
shows a lot of cases on the border between classes – thus are classified with a low
certainty – the visualisation containing nine prototypes does not. In some way,
having too many prototypes during training seems to achieve better results.
From the values of the prototypes on the x-axis, it can be observed that the two
green prototypes for ellipticals are very much similar, with the exception of the
values for µBe − µRe , DB

26
DB

E

and DB
80

DB
E

.

Figure 3.19: LVQ visualisation of the ESO-LV data set trained including irregulars,

which achieved a performance of 88% on the test set and 78% on equal priors. Many

outliers can be spotted easily. Remarkable is also the order of the prototypes: they are

ordered from completely irregulars slowly towards disks/spirals and finally the elliptical

galaxies, in a gradual order. This is remarkable because this information (15 classes)

was not present during learning – the prototypes are ordered on “shortest path” through

prototypes, and this path seems to be the natural ordering.

In all images, the irregulars (green) are mostly similar to spiral galaxies, and
separating them seems to pose most of the problems.
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Discussion and conclusions

4.1 Comparison between classification methods

Generally, the LVQ method reached very high performances and is comparable
with the decision tree method. Optimising with simulated annealing yielded a
significant increase in performance, which could not have been reached by man-
ually optimising the parameters. Furthermore, optimising for highest “equal-
prior based performance” solved the problem of unequal priors, achieving higher
performances than the C4.5 method. This is a somewhat unfair comparison
though, since the C4.5 method does not optimise for equal priors. When com-
paring the results on the test set, the difference in results between the C4.5
method and the LVQ method was insignificant. While the C4.5 method seems
to achieve higher results on the training set, the LVQ method seems to produce
training and test performances that are about equal, which is a good character-
istic.

It might be possible to increase the performances in table 3.6 a little bit fur-
ther, as a prototype count limit of 15 was used in order to keep the visualisation
in the upcoming sections interesting and to perform the training within accept-
able time (about half an hour). In some cases, increasing prototypes actually
decreased performance, probably because of overfitting. Another improvement
might be obtained by slowing down the simulated annealing method to perform
a more extensive search, which might increase performance a little further.

C4.5 is a well-established method which generally produces low error-rates[5].
Based on this fact, it can be concluded that LVQ is in this situation a strong
method as well.

SOMs belong to a very different class of classification methods, and seem
not to have been so useful in this project, because the results were unsuitable
for classification and no relations could be found in the images provided by the
SOM method.

4.1.1 Which method for what solution?

Decision trees are not good in certainty thresholding while this is trivial to
do in LVQ. Optimising the LVQ with a certainty threshold might increase the
performance even further. So in cases where certainty thresholding is required,
LVQ seems to be the way to go. Decision trees on the other hand can handle
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discrete values (for example a feature that is the brand of a car) while the
current implementation of LVQ can not. However, it is not hard to implement
the LVQ algorithm so that it can handle discrete values.

The decision tree algorithm itself is more complex than the LVQ algorithm,
but the concept of a decision tree is generally less complex compared to the
concept of LVQ, as someone not familiar with both methods will understand a
decision tree more easily: decision trees are very intuitive constructs while the
concept of prototypes is a little bit confusing.

When LVQ is not optimised both methods execute very quickly. However,
when the LVQ needs to be optimised, the method is very slow: performing LVQ
classification on the 15,000 galaxies in the ESO LV data set takes at least 15
minutes, and sometimes much longer to achieve good performances. The C4.5
decision tree on the other hand takes only a couple of seconds to construct a tree.
Therefore, the decision tree method might be a better choice when enormous
data sets need to be classified.

Also, the C4.5 decision tree is deterministic, while the LVQ needs to sample
cases heuristically. The optimisation of LVQ increases its heuristic behaviour;
once the simulated annealing method has ended, it is hard to say whether a
local or the global optimum has been found. This can be partially solved by
increasing the simulated annealing iterations, resulting in slower performances.
The method is very unstable when not enough iterations are performed.

The performances of the methods are almost equal, so this does not have
to be a reason to chose one over the other. It is also debatable whether higher
performances are always a goal. Imagine a data set that contains 5% incorrectly
labelled samples a priori. When a classification method produces less than 5%
errors on the a priori labelled samples, it has not generalised the data set well
enough. This is one of the classifier properties that was tested with the chain-
link data set in §3.5. In this fairly easy data set, the C4.5 method showed a
little bit more trouble in generalising smaller data sets, but outperformed LVQ
once the data set contained more samples.

How the two would perform on “perfect” ESO-LV data is not known, since
the catalogue might contain labelling errors beforehand and the only way the
results could be tested was to verify this with the provided data set. Since the
ESO-LV data set is huge, with over 15,000 samples, and since the C4.5 method
was the best method in the chain-link test with data set sizes greater than
2,000 samples, it seems likely that the C4.5 results on the ESO-LV are more
trustworthy. However, the difference in complexity of the ESO-LV set and the
chain-link data set might affect the “need for generalisation” of the classifier. In
this case, LVQ might be more suitable. Since the training performances of the
ESO-LV data set with decision trees are higher than their test performances, in
contrast to LVQ, it might be likely that the LVQ method generalises the ESO-LV
data set more easily. The LVQ images produced by the visualisation method
also support this idea: figure 3.17 shows that some clusters of the elliptical
galaxies are probably spirals and vice versa. As the issue with normalisation
has shown (see §3.2.4), decision trees are “rigid”, insensitive for the “continuity”
in a data set.
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4.2 LVQ visualisation

The LVQ visualisation method provides the following information:

• Class-typical values (i.e. the prototypes)

• Problematic cases that are hard to identify

• The usage of prototypes

• Certainty and relations between certainty and values or prototypes

• The existence of clusters of similar or unsimilar cases in the data set

The proposed visualisation is a very specific method, and its use is there-
fore limited. LVQ can only be performed supervised (although there are un-
supervised equivalents) and the visualisation is therefore for now limited to
pre-labelled data sets. The visualisation is also rather complex; interpreting the
visualisation requires an understanding of prototypes, preferably about LVQ,
which domain experts most likely do not have. Furthermore, its use is limited
to problems that can be solved with about twenty-five prototypes, as the visu-
alisation becomes too dense when using more prototypes (see e.g. figure 2.2(c)).

That said, when its limited use poses no problems, the LVQ visualisation can
provide a lot of information to someone who is trying to get insight in the LVQ
method, for example to improve performance. With a short explanation, domain
experts might also be able to interpret the plots and may find the prototype
information, clusters or (dis)similarities interesting. The images might actually
help a domain expert to understand LVQ.

Several different x and y-scales were proposed in this paper. In my personal
opinion, the combination of similarity (normalised distance to origin) on the y-
axis and ordering the prototypes along the x-axis at optimal distance achieves
the best results. However, in some cases it might be interesting to put one
variable along the y-axis. Additional experiments should be performed that
involve domain experts.

4.3 Conclusions on finding calibration errors

A basis for classification has been constructed. Conclusions so far are rather
dissappointing, as only one data set was used, which was – unlike the real situ-
ation – error free classified beforehand. Also, the images contain one source per
image, while the real images might be distorted by other nearby sources. More-
over, all sources were of equal intensity and the resolution was kept constant,
which might also influence recognition.

The current combination of features and classification methods are by far not
good enough to use for the classification. However, without more advanced data
sets, it is hard to find the right features. The current data set is nevertheless
not even recognised acceptably, so further research with new features can be
continued already.

SOMs are reasonably useful for getting some insight in the data sets, but
are not very useful otherwise. SOMs are especially weak when there are a lot of
features that are not very discriminating, as in this situation. The SOM method



4.3. CONCLUSIONS ON FINDING CALIBRATION ERRORS 59

also does not provide an immediate classification, but is rather a method for
dimensional reduction, so its use lies mainly in analysing the data set.

Decision trees or decision rules seem to be working reasonably for classifica-
tion. However, since no other supervised classification methods were used, it is
hard to compare.

Shapelets seem to be a good starting point, but are not strong enough when
used alone. Moreover, they depend on orientation and source strength, which in
the current data set is not a problem, but will be a problem when the method
would be used for real classification. Discrete normalisation was proposed as
solution for the dependency on the source strength, but the performance of this
method is too low. The radial Hermite function was proposed as solution for the
orientation problem. This method also results in unsatisfactory performances,
but the SOM images show that it can separate certain classes from each other
reasonably. Because of its orientation independence, the coefficients might be
used to separate some of the classes from each other, combined with other
features that separate the classes that are left.

The data from polarised images might require different features than the
unpolarised data, as these images have a very different structure. They do
however contain valuable information, so they should not be ignored.
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Further work

5.1 Suggestions for improving the LVQ visuali-
sation method

The proposed visualisation is the result of a short project, but seems promising.
To improve its use, it can be improved with several enhancements.

Interactivity would be a huge enhancement; allowing the user to click on
points and see its values in feature space, dragging prototypes around and brush-
ing and highlighting points with certain properties to find relations.

To increase the use of the method, ways might be invented to draw a similar
visualisation for unsupervised equivalent methods. Also, it might be possible
to construct a similar visualisation from a decision tree: the leaf nodes can
serve the same role as the prototypes in the visualisation, and the certainty (the
x-displacement) can be calculated by taking the distance towards the decision
boundaries.

A different approach to drawing the prototypes, is instead of ordering the
prototypes on a one dimensional grid, to order them on a two dimensional grid
and plot the samples belonging to a prototype on a two dimensional area. This
way, the prototypes and the samples get more “freedom to move”.

Even more information can be added to the plot by visualising the distance
between the prototypes, for example by relating the width of the prototype
columns to the distance between the prototypes. When the LVQ is trained with
relevances, the relevances contain information that has not been visualised in
the graph. Possibilities to visualise them is by ordering the parameters along
the x-axis by relevance and/or by drawing small bars next to the parameters
indicating their relevance. The relevances can also be taken into account when
calculating x- and y-values of the samples, which currently has not been taken
into account.

It is not ideal that it sometimes happens that points that are far apart in
feature space appear close together in the visualisation. It might be possible
to use a y-axis that is a little bit more functional. Decreasing the number of
dimensions always decreases the amount of information that can be shown and
any dimensional reduction method sacrifices certain types of information to be
able to perform the reduction. A way to improve the y-axis might be to use
the most significant axis in a principal component analysis of the data in the
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cluster. Another idea is to draw lines between three neighbouring prototypes in
feature space and try to find the most separating direction that is orthogonal
to this line, or to calculate the distance to this line.

Several small things might improve the visualisation further. When the
distance between a case and the two closest neighbours is almost equal, it is
currently not possible to see in which prototype the case would actually be
placed. A small improvement to make this possible is to move samples that
are on or very near the border line of two prototypes a little bit towards the
centre of the actual closest prototype. Another small improvement is to remove
unused prototypes while drawing, as they cost a lot of space but are not very
interesting. Yet another small improvement might be to draw samples on two
locations within the prototype column and maybe draw a horizontal line between
the point, as they can be placed on two positions: towards the left neighbour
and towards the right neighbour. So far, only the point closest to the prototype
centre is visualised.

5.2 LVQ and other classification improvements

The various enhancements to LVQ have improved the LVQ towards a very useful
classifier, comparable with the C4.5 decision tree qua performance. However,
due to time constraints, some ideas to improve the performance further have
not yet been implemented. One thing that is interesting is to apply certainty
thresholding to disallow classifying cases that are too hard to classify. ROC
curve analysis can be used to find the optimal certainty threshold[4].

Another method for using relevances in LVQ is called matrix RLVQ. In this
method, a matrix of relevances is trained instead of a single relevance for each
feature or a relevance vector for each class, and is more powerful to represent
the internal structure of the data[3]. Each value in the matrix denotes a weight
between features, allowing to train correlations between features. This matrix
can also be used for visualisation.

A different way of improving the LVQ performance is to apply pruning,
much like the C4.5 decision tree method works. In the C4.5 method, nodes are
removed one by one, and if the removal increases or maintains performance, the
removal is permanent. Likewise; prototypes can be removed one by one from the
LVQ system, and if its removal increases or maintains performance, the removal
is permanent. An additional benefit is that the classifier complexity is reduced,
even if it does not improve performance. The visualisation will also improve
from having a fewer number of prototypes.

It might be beneficial to improve the certainty estimation of the decision tree
method, for example by finding a method to decrease the certainty when a case
approaches the splitting value, or vice versa, when the case is unreasonably far
away from the splitting value. What also might be interesting is to use a linear
combination of (for example, two) features in each node of the tree. The ability
to split on the linear combination of two features will probably improve the
performance and the ability to generalise. Finding the best decision boundaries
can be performed by finding a clever way to iterate over all possible boundaries
with a linear combination of two features that separate the data set differently.
Then, just like in C4.5, the boundary with the highest information gain can be
selected.
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The classification might also be improved by trying other classification algo-
rithms, such as neural networks or Bayesian theory with Gaussian kernel density
estimation.

5.3 Suggestions for finding relations and pat-
terns in the data sets

The most obvious relations have probably been found already, and it is ques-
tionable whether subsequent search will find new things. It was hinted by as-
tronomers that some of the parameters used in the ESO-LV catalogue classifica-
tion depend on each other (µBoct is highly correlated to µB0 for example) and that
Efit

err should not be included because it should not relate to the morphological
type. Leaving these parameters out might give a more representative view on
the data.

In future research, it might be interesting to classify the “unclassifyable”
galaxies as a separate class.

An interesting thing to do might be to determine the intrinsic dimension of
the data set.
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Appendix A

Implementation details

A.1 List of written utilities

The following list of utilities have been written for this project. The programs
have been written in C++ and its source code is available upon request by
e-mailing the author.

chainlink A program that can sample points from the chain-link distribution
and add errors and noise to the points (used in §3.5).

compress A program that generates the first shapelet coefficients from a .fits
image.

data A program that converts all kind of data sets to the format that is used by
the other programs, as well as by C4.5 implementation of Ross Quinlan.
The program also allows some basic operations to be performed, such
as joining data sets, removing and adding columns and creating random
mutations of the data set.

decompress A program that reconstructs the image from the shapelet coeffi-
cients generated by compress.

fits2fft Converts a .fits image to another .fits image and applies a Fourier
transformation.

fits2png Converts a .fits image to a .png image, using a specified colour
map.

fitsdiff Subtracts two .fits files.

fitsinfo Test application to test the implementation of the fits reader. Reports
information about a .fits file.

hasonlyzeros Application that can be used for example in shell scripts to
determine whether a .fits is completely empty, i.e., contains only zero’s.

hermite Application to test the Hermite function implementation. Outputs or
evaluates a Hermite polynomial equation of a specified order.
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lvq An implementation of the LVQ algorithm, including ways to perform sim-
ulated annealing on the parameters and to perform the visualisation as
described in §2.2. See appendix A.4 for more information.

modaverage An ADIAC module that outputs the average intensity of a .fits
image as feature.

modminmax An ADIAC module that outputs the minimum and maximum in-
tensity of a .fits image as features.

modshapelet An ADIAC module that outputs the shapelet coefficients of a
.fits image as features.

normalize Normalises a dataset and optionally removes duplicate cases from
the dataset.

polar2euclidean A program that applies a conversion from polar to Euclidean
space on a .fits file.

shapelet2png Generates a .png image of a given shapelet function.

som Generates a Self-Organised Map and outputs a class plot, a distance plot,
the map itself or a combination of class and distance plot.

verify Test how many samples in two data sets match class.

A.2 Design

The design of the various utilities is fairly basic, since most of the utilities
perform simple tasks. C++ as language and GNU g++ as compiler were used
to write and compile the software, while KDevelop was used as development
environment. Four different libraries were used, all of them are cross platform
available. Only libconsult is not free and open source software.

• cairo (http://cairographics.org/), a graphics library that can draw
basic shapes. Its primary use lies in drawing rasterized images from vector
data, but during this project it was only used to output the .svg files for
the LVQ Visualiser.

• libpng (http://www.libpng.org/), a library to read and write .png files.
Only used for writing; Used to automatically convert and visualise .fits
files in different ways and save the output of Self-Organising Maps.

• cfitsio (http://heasarc.nasa.gov/fitsio/), a library to read and
write .fits files. The fits format is a format to encapsulate astronomical
data, such as images or tables.

• libconsult, a library that encapsulates consult, a program in the C4.5
suite by Quinlan. An interface was written around the consult package,
and to avoid mixing the C4.5 code with own code, a separate library was
created from the C4.5 code.

• fftw (http://www.fftw.org/), a C subroutine library for computing the
discrete Fourier transform (DFT) in one or more dimensions, of arbitrary
input size, and of both real and complex data.

http://cairographics.org/
http://www.libpng.org/
http://heasarc.nasa.gov/fitsio/
http://www.fftw.org/
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Figure A.1: Overview of the most important classes in the lvq and data programs

and other data reading programs. The DataFile class is used by all of the commandline

utilities that read data from files. This picture is not meant as reference but is meant

to provide a first introduction into the design – the actual methods and variables within

the classes are slightly different.
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Furthermore, the C4.5 software package by Quinlan was used for decision tree
based classification. The code is proprietary, but can be downloaded as de-
scribed in [14].

Although the software was continuously altered during the project, the soft-
ware is quite modular. Figure A.1 shows how lvq and data were build around
the DataFile and related classes.

A.2.1 Scripts

The LOFAR classification system is “tied together” with a series of scripts. A
couple of them are artifacts of the ADIAC project which have been extended,
others were written from scratch. The scripts are not very well structured, so I
would recommend anyone that wants to use the integration manager to rewrite
it, as this is not very much work.

A.3 Usage

In this section, some details about using the written utilities will be provided.
After the software is installed or unpacked, all executables listed in section

A.1 should be available. Each of these executables are meant to be run from the
command line. When any of the programs is executed without parameters, a
short explanation follows about the parameters and their functions. For example
for compress, this will give you the following information:

$ ./compress

== compress ==
A program that generates the first shapelet coefficients from
a .fits image. Written by André Offringa (offringa@gmail.com).
Usage:
./compress <fitsfile> <nr. coefficients> <scalefactor> <method>
Method can be:
- shapelet : perform shapelet compression
- euclidean : perform euclidean hermite compression
$

In the following sections, some example invocations will be given and ex-
plained.

A.4 Executing the lvq program

The following output shows how to execute lvq:

$ ./lvq data/mydata.data data/mydata.names -v -e 0.01 -i 1500 -p 20

Reading dataset...

Normalising...

Removing duplicates...

Removed 0 duplicate cases from dataset.

Training...

[....]

0,American,0,0,-0.0012046,0.00750839,0.000396718,0.000406646,
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1.38818e-05,-0.00126294,1.63798e-05

1,European,32,38,-0.000485925,-0.0119806,-0.000487091,-0.000767754,

1.28114e-05,0.00848347,-3.65523e-05

[....]

19,European,6,4,-0.00144944,-0.00430851,-0.000389036,-5.80423e-06,

-2.91621e-06,0.00029608,5.79219e-05

Verifying on training set...

Testing results: 267 (65.8%) was classified correctly, 139 (34.2%) incorrectly,

0 (0%) unclassified.

Performance per class:

- American: 71.6535

- European: 21.9178

- Japanese: 87.3418

Performance with equal priors: 60.3%

$

In this call, the files data/mydata.data and data/mydata.names were used
as data set and data description file respectively. The LVQ parameters were
specified “by hand” and lvq did not optimise the parameters for higher perfor-
mances. The complete list of used parameters in this example:
-v turns on verbose mode, so that progress is reported.
-e 0.01 sets the learning end rate to 0.01. The learning speed

is during training exponentially decreased from the
start rate towards the end rate. The start rate is by
default 1.

-i 1500 sets the number of iterations that are performed to
1500.

-p 20 sets the number of prototypes to 20.
To optimise the parameters with simulated annealing, the -opt parameter along
with some parameters that influence the optimisation can be specified:

./lvq data/mydata.data data/mydata.names

-v -e 0.01 -i 5000 -p 20 -opt -optcr 0.98 -optsc 250 -opttr 0.90

This will optimise the parameters, but will limit the number of iterations to
5000 and the number of prototypes to 20. This makes sure the optimisation will
not overfit. Because of the optimisation, this call will takes quite some time to
execute. The specified parameters which were not yet described are:

-opt Turn on optimisation with simulated annealing.
-optcr 0.98 Sets the simulated annealing change rate decrease

per iteration to 0.98. The change rate defines how
much a parameter is allowed to change per itera-
tion. The closer towards one, the slower the change
rate will decrease, and the more situations will be
tried. Therefore, the slower the change rate, the bet-
ter the result will be, but the more time it will cost.
The change rate of the system is multiplied with this
value at the end of each iteration.

-optsc 250 Sets the count of iterations without change that are
required for simulated annealing before stopping to
250. High values cause better results, but take more
time. When -optcr is set closer to one, this value
should be higher to accommodate this.
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-opttr 0.90 Sets the temperature change rate decrease per itera-
tion for simulated annealing to 0.90. Normally, this
value is slightly lower than the -optcr value. When
the system is at a high temperatures, the system ac-
cepts new states with a high probability. At lower
temperatures, only states that improve the perfor-
mance are accepted. The temperature of the system
is multiplied with this value at the end of each iter-
ation.

The lvq program can also create visualisations after training the LVQ. One
can train the LVQ and save the visualisation in the SVG format with the fol-
lowing command:

./lvq data/mydata.data data/mydata.names -v -e 0.01

-i 1500 -p 20 -g plots/myplot.svg -gdensres 500 -gxa -gya -gnosamples

where:

-g plots/myplot.svg Creates an SVG visualisation and saves the file
in plots/myplot.svg. Files in the SVG for-
mat can be opened, edited and converted by
many programs, for example by Inkscape, an
open source drawing program (see http://www.
inkscape.org/).

-gdensres 500 Sets the resolution of the density grid to 500 ×
500, used to calculate the contour lines. High
values will cause the visualiser to slow down
enormously, but will produce finer images.

-gxa Optimise the prototypes on the x-axis for mini-
mal distance, as described in the paper.

-gya Use the optimal similarity measure for the y-
axis, as described in the paper.

-gnosamples Disables drawing the samples (points) in the im-
age.

-gnodens Disables drawing the density contour lines.

http://www.inkscape.org/
http://www.inkscape.org/


Appendix B

Output examples

B.1 C4.5 decision tree construction

As an example, the constructed C4.5 decision tree for n = 3 and scale factor =
0.02 using data from the unpolarised and polarised images and using all cases
in the data set has the following structure:

p0coefficient2-0 <= 0.464121 :
| p0coefficient0-0 > 0.498863 : Original (15.0)
| p0coefficient0-0 <= 0.498863 :
| | p0coefficient0-0 <= 0.482651 : Z-Jones.1 (14.0)
| | p0coefficient0-0 > 0.482651 :
| | | p0coefficient2-0 > 0.410266 : G-Jones.2 (8.0)
| | | p0coefficient2-0 <= 0.410266 :
| | | | p1coefficient0-1 <= 0.639652 : G-Jones.0 (9.0)
| | | | p1coefficient0-1 > 0.639652 :
| | | | | p1coefficient0-1 <= 0.678283 : G-Jones.2 (6.0)
| | | | | p1coefficient0-1 > 0.678283 : G-Jones.0 (5.0)
p0coefficient2-0 > 0.464121 :
| p0coefficient1-0 <= 0.495608 :
| | p0coefficient1-0 <= 0.485001 :
| | | p2coefficient1-2 <= 0.44738 : Z-Jones.2 (5.0)
| | | p2coefficient1-2 > 0.44738 : Z-Jones.0 (4.0)
| | p0coefficient1-0 > 0.485001 :
| | | p0coefficient2-1 <= 0.557499 : G-Jones.1 (4.0)
| | | p0coefficient2-1 > 0.557499 :
| | | | p0coefficient0-1 <= 0.397601 :
| | | | | p2coefficient0-0 <= 0.347187 : G-Jones.3 (5.0)
| | | | | p2coefficient0-0 > 0.347187 :
| | | | | | p0coefficient2-1 <= 0.55758 : G-Jones.1 (2.0)
| | | | | | p0coefficient2-1 > 0.55758 :
| | | | | | | p2coefficient0-0 <= 0.515985 : G-Jones.1 (5.0/1.0)
| | | | | | | p2coefficient0-0 > 0.515985 : G-Jones.3 (5.0)
| | | | p0coefficient0-1 > 0.397601 :
| | | | | p2coefficient1-0 <= 0.522033 : G-Jones.1 (4.0)
| | | | | p2coefficient1-0 > 0.522033 : G-Jones.3 (3.0)
| p0coefficient1-0 > 0.495608 :
| | p0coefficient2-2 > 0.354058 : Z-Jones.0 (6.0)
| | p0coefficient2-2 <= 0.354058 :
| | | p3coefficient1-0 <= 0.692057 : Z-Jones.2 (9.0)
| | | p3coefficient1-0 > 0.692057 : Z-Jones.0 (4.0)

B.2 C4.5 rules construction

Running the same data set as in B.1 through the C4.5 rules algorithm results
in the following result:

Rule 16:
p0coefficient1-0 > 0.495608
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p0coefficient2-0 > 0.464121
p0coefficient2-2 <= 0.354058
p3coefficient1-0 <= 0.692057
-> class Z-Jones.2 [85.7%]

Rule 7:
p0coefficient1-0 <= 0.485001
p0coefficient2-0 > 0.464121
p2coefficient1-2 <= 0.44738
-> class Z-Jones.2 [75.8%]

Rule 10:
p0coefficient0-1 <= 0.397601
p0coefficient2-0 > 0.464121
p0coefficient2-1 > 0.557499
p2coefficient0-0 <= 0.347187
-> class G-Jones.3 [75.8%]

Rule 2:
p0coefficient2-0 <= 0.410266
p1coefficient0-1 <= 0.639652
-> class G-Jones.0 [85.7%]

Rule 4:
p0coefficient2-0 <= 0.410266
p1coefficient0-1 > 0.678283
-> class G-Jones.0 [75.8%]

Rule 18:
p0coefficient1-0 > 0.495608
p0coefficient2-0 > 0.464121
p0coefficient2-2 > 0.354058
-> class Z-Jones.0 [79.4%]

Rule 8:
p0coefficient1-0 <= 0.485001
p0coefficient2-0 > 0.464121
p2coefficient1-2 > 0.44738
-> class Z-Jones.0 [70.7%]

Rule 17:
p0coefficient1-0 > 0.495608
p0coefficient2-0 > 0.464121
p3coefficient1-0 > 0.692057
-> class Z-Jones.0 [70.7%]

Rule 3:
p0coefficient0-0 > 0.482651
p0coefficient0-0 <= 0.498863
p1coefficient0-1 > 0.639652
p1coefficient0-1 <= 0.678283
-> class G-Jones.2 [87.1%]

Rule 5:
p0coefficient0-0 > 0.482651
p0coefficient2-0 > 0.410266
-> class G-Jones.2 [84.1%]

Rule 1:
p0coefficient0-0 <= 0.482651
p0coefficient2-0 <= 0.464121
-> class Z-Jones.1 [90.6%]

Rule 6:
p0coefficient0-0 > 0.498863
-> class Original [91.2%]

Default class: G-Jones.1
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